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Abstract—Machine unlearning is the primary way to fight for the
“right to be forgotten” in machine learning field, which is promoted
among multiple privacy legislations, such as GDPR and CCPA.
However, the latest work has shown that machine unlearning in
deep learning cannot be easily verified, making it challenging for
the data owners to be convinced that their data has indeed been
deleted as claimed. This is especially problematic for federated
learning (FL), where a number of participants jointly train a global
model while each participant should be free to join and leave the
federation as they wish. However, the lack of a reliable approach to
verify unlearning in FL will no doubt discourage certain users from
joining the federation. In this work, we propose A2E, a black-box
watermarking scheme from a leaving participant’s perspective
to realize verifiable federated unlearning which incurs minimum
impact and no security threats to vanilla FL. The key idea is to
leverage adversarial training to inject the anti-adversarial example
(A2E) characteristic into the uploaded model updates of the last
contribution round as the watermark of the leaving participant.
Then, we verify whether the server has indeed executed the effective
unlearning, with the newly developed probabilistic quantification
of unlearning confidence, by checking the unlearned global model’s
resistance to the specially generated watermark-dependent adver-
sarial examples of the leaver. We conducted large-scale experiments
on various popular datasets (including natural images, medical im-
ages, and speech) and model structures (including LeNet, ResNet,
VGG, and LSTM). The results confirm the effectiveness of A2E
in verifying federated unlearning with a high confidence. We also
show that A2E is robust against multiple adaptive strategies from
the adversarial server and participants.

Index Terms—Federated unlearning, anti-adversarial example,
black-box, watermark, verify.

I. INTRODUCTION

HE “right to erasure/be forgotten”, formally stated in the
General Data Protection Regulation (GDPR) [1] in the Eu-
ropean Union as “The data subject shall have the right to obtain
from the controller the erasure of personal data concerning him
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or her without undue delay and the controller shall have the
obligation to erase personal data without undue delay...”, has
also been promoted among California Consumer Privacy Act
(CCPA) [2] in the United States. Meanwhile, several pioneering
technology companies (e.g., Google, Apple) act promptly to
comply with the obligation [3], [4].

Machine unlearning is the primary way to implement the
“right to be forgotten”, which aims to erase or delete a data
portion from a machine learning model. According to [5], the
unlearning algorithms can be categorized into exact unlearning
(retraining on the dataset without the data to be deleted [6],
[7]) and approximate unlearning (no retraining, just making
the unlearned model approximate the retrained model [8], [9]).
Interestingly, the latest work has shown the inherent difficulty
in auditing/verifying the claim of unlearning [5], making it
challenging for the data owner to be convinced that their data has
indeed been deleted. This is especially problematic for federated
learning (FL) where a number of participants jointly train a
global model with their own local data. Arguably, the freedom
to join and leave the federation as they wish, with assured the
right to be forgotten, is the key to attracting more participants
to contribute and further generate a well shared model.

Existing solutions: There have only been certain intuitive
attempts in verifying unlearning by 1) comparing the model pa-
rameter distance between the unlearned model and the retrained
model (deemed as the optimal unlearned model), or 2) compar-
ing the unlearned model and the original model using common
performance metrics (such as accuracy, loss, and KL divergence)
on the data to be forgotten [7], [9], [10]. However, recent work
has shown that such comparisons are either computationally
demanding [11] or insufficient to reliably verify unlearning in
FL, due to the contributions of other participants [10], which
makes designing a more dedicated approach to verify unlearning
necessary.

A pioneering work proposed to verify traditional machine
unlearning on the injected data attached with a backdoor-based
watermark [12]. Such attack-dependent watermark aims to
strengthen the trace of the leaver and thus better expose the
unlearning effect. However, the backdoor-based watermark is
inappropriate in FL due to the potential security threats' intro-
duced to publicly shared model and the unstable verification

! Apart from serving as a watermark, backdoor itself represents a well-known
attack, wherein the backdoored model would output the target class on samples
attached with the backdoor trigger, irrespective of the original class [10], [13],
[14].
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effect caused by other participants’ contributions and aggrega-
tion rules® [10]. More recently, traditional encryption-auxiliary
verification and tracking techniques using SNARK and Merkle
trees are adapted to extract proofs of updates and unlearning [15],
which however require expensive verification overhead and
hardly scale to real-world massive datasets.

Our contributions: In this paper, we aim to fill the gap
by proposing a novel anti-adversarial example (A2E) driven
black-box watermarking scheme, meticulously tailored to verify
unlearning within the realm of FL. We identify the following
essential requirements for an ideal federated unlearning verifi-
cation approach to fulfill such goals:

Minor impact on vanilla FL, i.e., not significantly sacrific-
ing the utility of the global model? or incurring too much
overhead.

Fairness of rights, i.e., the leaver asking for verifying
unlearning should not access the global model internals.
Security, i.e., not introducing new security threats to the
server or the other participants.

Robustness, i.e., being reasonably robust to the adaptive
adversarial server and colluded participants.

Provide quantification of the unlearning confidence.

Respecting these requirements, we design a black-box wa-
termarking scheme for a leaving participant to verify whether
the server has indeed executed the effective unlearning. The
key idea is to inject the A2E property as the watermark us-
ing adversarial training locally. Unlearning can then be easily
verified by the unlearned model’s resistance to the leaver’s
watermark-dependent AEs. This simple intuition embraces all
the above requirements at a surprisingly well level, as 1) adver-
sarial training is a safe approach originally designed to improve
the model robustness without sacrificing too much performance
or introducing security threats [12], [16]; 2) verifying unlearning
can be done by only blindly and anonymously accessing the
prediction API of the global model to obtain the output labels
of the watermark-dependent AEs as the extracted watermark,
not requiring any knowledge of the global model internals; 3)
A2E watermark provides a robust empirical verification result
against a range of adaptive attack strategies including model
fine-tuning/pruning/distillation/adversarial training/differential
privacy [16], [17], [18] from an adversarial server or (non-
)collusion attacks from other participants (refer to Sections III
and V-A); 4) the watermark-dependent AEs can help develop
a probabilistic lower bound on the reliability of the verified
unlearning result.

We summarize our contributions as follows:

We propose a novel black-box A2E watermarking scheme
for the leavers in FL to verify unlearning, which incurs
minimum impact on vanilla FL. while being robust to a
range of adaptive attackers including adversarial server and
(non-)collusion attacks from the other participants.

2The practical backdoor-watermark functionality, introduced by the leaver’s
local model marked by the backdoor, might be reduced by others’ contributions
and aggregation rules within the context of FL [10], [13], more experimental
insights refer to Section V-A.

3The performance influence (accuracy drop percent) to the original learning
task of A2E watermark, compared to the existing unlearning verification —
backdoor-based watermark, is 1.27%/4.13%, details refer to Table III.
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Fig. 1. Federated learning & unlearning. In each round of FL, only the selected
participants among all the alternative participants could submit their local model
updates to the server for aggregating into the global model of the next round.
The leaving participant in purple should contribute his/her model at least once
before leaving the federation. The non-leaving participants in blue are those
who perform vanilla FL without leaving request.

Based on the proposed unlearning verification scheme, we
develop a probabilistic guarantee on the reliability of the
verified unlearning result, i.e., lower bounds on judging
whether the effective unlearning has indeed been executed
in the server-side.

We systematically conduct extensive evaluation of our
approach on various commonly adopted datasets (contain-
ing natural image, medical image and speech) and model
structures (including LeNet [19], ResNet [20], VGG [21],
LSTM [22]). Compared with several baselines, we demon-
strate that our method is effective, efficient and resistant
against diverse scenarios.

II. PRELIMINARY

A. Federated Learning

In each round of FL, the server aggregates the model updates
from multiple selected participants among all the alternative
participants to generate the following global model, as shown in
Fig. 1. The global model G+1 of the next round is updated as
follows:

Gi+1 = Gt + Agy; n(Wiey — Gy, (D

where W{ denotes the local model (trained on the local data Dj)
of i-th participant among the selected participants (denoted by
a set N), G is the global model at t-th round, Agg indicates
the aggregation function deployed in server. In this paper, we
consider both simple aggregation rules such as FedAvg [23],
and Byzantine robust aggregation rules, such as Multi-Krum
and Krum in [24], Trimmed-Mean and Median in [25].%

B. Machine Unlearning

Machine unlearning is the primary technique to address the
need of “right to be forgotten” in machine learning field. In

4Multi-Krum computes the mean of the local model updates which are top m
closest to others” updates to generate the following global model, Krum is the
special case of Multi-Krum with m = 1. Trimmed-Mean would remove the m
maximum and minimum updates and then compute the mean as the model of
next round. Median computes the median value among the uploaded updates as
each parameter in the global model.

Authorized licensed use limited to: Zhejiang University. Downloaded on May 10,2026 at 14:49:08 UTC from IEEE Xplore. Restrictions apply.



68 IEEE TRANSACTIONS ON DEPENDABLE AND SECURE COMPUTING, VOL. 23, NO. 1, JANUARY/FEBRUARY 2026

FL, the server is expected to execute unlearning to erase the
leaving participant’s data. Retraining from scratch without the
leaver’s data is the most straightforward and legitimate manner
to implement unlearning, while incurring expensive computa-
tional cost [6]. A more efficient machine unlearning method,
e.g., SISA, divides the training data into slices and shards, and
aggregates into a brand-new model which is retrained with the
leaver’s data blocks removed [7]. SISA can achieve the so-
called algorithmic-level exact unlearning with faster retraining.
Unfortunately, SISA cannot be directly applied in FL as the
result of inaccessible forgotten data to the unlearning operator
— server in FL. The exact federated unlearning achieves ef-
ficiently retraining by using L-BFGS and diagonal empirical
Fisher Information Matrix (FIM) to handle Hessian approxima-
tion with the pre-stored historical model snapshots [26], while
only applying to simple models (< 10K parameters), due to the
high complexity and memory demands involved in computing
the approximation of the Hessian matrix (second-order partial
derivatives) and its inverse matrix. Furthermore, the previously
archived model snapshots introduce more privacy threat. More
general approximate federated unlearning methods directly sub-
tracted the generated gradients of the leaving participants or
scaled the participants’ gradients (scaled down the leavers and
scaled up the non-leavers) to push the global model far away
with the leavers’ model updates and then unlearn the information
about the leavers [9], [10]. In this paper, we mainly focus on the
realistic effect of the idealized exact unlearning — retraining
from scratch with the leaver totally excluded and the efficient ap-
proximate federated unlearning through scaling gradients [10].
Besides, we also leave the dedicated exact federated unlearn-
ing — rapid retraining on the simple model LeNet [19] as a
complementary in Fig. 16.

C. Unlearning Verification

The most intuitive approach to verify unlearning is to check
the model’s performance change (in terms of accuracy, loss,
KL divergence, etc.) on the unlearned data or the model pa-
rameter distance between the unlearned model and the re-
trained version (deemed as the optimal unlearned model) [7],
[9], [11]. However, these approaches have encountered cer-
tain challenges. For instance, it is proved to be insufficient to
strongly offer the clear unlearning evidence through the minor
performance changes [10] or computationally demanding to
obtain the retrained model [11]. Furthermore, recording and
tracking the update and unlearning proofs through the entire
learning process, facilitated by SNARK and Merkle trees, has
been constrained by cost and scalability concerns [15]. Thus,
more focus is shifted towards empirically verifying unlearning
using the specially designed data [10], [12], while still facing
certain challenges, including the weakened verification effect by
others’ contributions and aggregation rules in FL, additionally
introduced security threat (i.e., backdoor attack) in [12] (refer
to Section V-A) and lack of theoretical guarantee in the verified
unlearning result [10]. A brief introduction about the specialized
and empirical machine and federated unlearning verification
methods is presented as follows.

Backdoor-based approach: Sommer et al. [12] proposed to
leverage the backdoor-based watermark to check machine un-
learning. Specifically, they embedded a pixel-level trigger r into
the training data D, re-labeled the backdoor data as the target
class y; and forced the model to output the target class on the
backdoor data:

Gix nN=y¢ G(x)=y, (xy) D (@2

The unlearning is then verified via the performance on the
backdoor data. If unlearning is indeed executed, the relationship
between the backdoor data and the target class (caused by the
leaving participant) is weakened: G¢(X F) = Y;. Thus, the
unlearned global model would not output the target class with a
high probability on the backdoor data. Although the backdoor-
based watermark has shown high effectiveness and freedom
of verifying unlearning in traditional machine learning [12],
it cannot always achieve satisfactory unlearning verification in
FL, owning to others’ contributions and aggregation rules (see
Section V-A). Also, it introduces inevitable security threats to
the public model, due to the natural attack property of backdoor
via inducing the model indiscriminately outputting the target
class on any samples marked with backdoor, regardless of the
correct label [10], [13], [14].

Erroneous-memory-based approach: Gao et al. [10] pro-
posed the “erroneous memory” composed of carefully selected
samples (with initially high loss and ambiguous representative
features) from the leaver’s data to verify unlearning. These
erroneous samples are likely to represent the unique informa-
tion of the leaver, as the loss would be reduced once these
examples are shared and well-trained by others. Specifically,
the leaver fine-tunes the local model to maintain a low loss
on such erroneous data as the unique evidence of its existence
and then verifies unlearning via the loss change (G¢(X),Y¢)
on these data, causing effective unlearning would erase the
leaver’s meticulously formed memory and recover the high loss
(low accuracy), otherwise not. The drawback of the erroneous-
memory-based approach is that it lacks theoretical guarantee in
the verified result and relies solely on the observed performance
gap after unlearning [10].

III. THREAT MODEL

Here, we present the system assumptions and the adaptive
strategies. The development of this typical threat model is guided
by two key factors: (i) ensuring minor impact on the performance
of the original learning task, and (ii) maintaining the ability to
remain undetected and impervious to abnormal gradient detec-
tion and Byzantine robust aggregation rules [24], [25]. Note
that, our threat model embraces the typical adversaries, explic-
itly excluding such scenarios wherein the extremely malicious
participants aim to undermine the unlearning verification and
the global model by intentionally uploading the random updates,
which are easily detected and rejected by anomaly detection and
robust mechanisms.

System assumptions: In general, we assume a standard client-
server FL system architecture with the following algorithmic
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Detailed workflow of our approach: (i) Watermarking: The leaving participant injects A2E watermark into the submitted model update to the server for

aggregation, other non-leaving participants perform vanilla FL; (ii) Unlearning: The server aggregates the local model updates and launches unlearning to remove
the leaver’s memory from the following global model, then sends it to the selected participants; (iii) Verifying: The leaver gets black-box anonymous access to
the following global model (after he/she left) to obtain the prediction on the watermark-dependent AEs and further form the extracted watermark for unlearning

verification under the guidance of hypothesis testing.

assumptions. The server (who is expected to perform unlearn-
ing) adheres to a strict FL protocol. It ensures that the global
model shared with the selected participants for local model
updates is genuine and current, without relying on previously
stored or maliciously fabricated versions. Simultaneously, it
provides accurate and truthful query results derived from the
black-box authentic (definitely not mendacious) global model to
the leavers. Both the leaving and non-leaving participants in FL
(i) can be selected more than once to contribute their model up-
dates, and (ii) would not update their local data during the whole
FL. The leaving participants could (i) directly manipulate their
local models to implant the verification mechanism and (ii)
anonymously access the prediction API of the black-box global
model to extract the injected watermark for verifying unlearning.
The non-leaving participants should always perform vanilla
FL: fine-tuning the downloaded global model on their local
data to submit the local model updates for aggregating into the
following global model.

Adaptive strategies: 1) From the Server. We consider an
adaptive server obeying FL protocol to send the genuine global
model and query result, but deploying the following adaptive
strategies: fine-tuning, pruning, distillation [17], adversarial
training [16] and differential privacy [18] to compromise the
unlearning verification with A2E watermark. 2) From other
participants. We also consider certain adversarial participants
(different from the leavers themselves), who collude to harm the
unlearning verification of the leaving participants by implant-
ing their watermarks (without actually requiring leaving and
unlearning verification) into the global model. These colluded
participants aim to perturb the leaver’s unlearning verification
by injecting their A2E property to enhance the overall resistance
of the global model to the watermark-dependent AEs (generated
by the leaver) to undermine the leaver’s unlearning verification.
This may happen when the participants compete with each
other. The detailed analysis of the robustness of A2E watermark
against such adversarial server and participants can be found in
Section V-A.

IV. METHODOLOGY
A. System Overview

We first present the overall workflow of our approach in
Fig. 2, which could be divided into three functional modules: (i)
Watermarking: The leaving participant injects A2E watermark
(i.e., adversarial training on the watermark-dependent AEs and
the original local data, detailed later in Section I'V-B) into its
submitted local model update to the server. Other non-leaving
participants perform vanilla FL. (ii) Unlearning: The server
aggregates all the local model updates and executes unlearning
to generate an unlearned global model. (iii) Verifying: The leaver
thenis granted black-box access to the unlearned global model to
verify unlearning using the watermark-dependent AEs. Based on
the prediction results on these AEs, the leaver can directly obtain
a reliability guarantee on the judgment of whether the server
has indeed executed effective unlearning. Note that, the leaver
employs pseudonyms [27] or Tor [28] to prevent exposing its
true identity to the adversarial server during the verifying phase,
causing the server hardly to determine when and who to send the
counterfeit query result for deceiving the unlearning verification.
Compared with the unlearning principle and technical details in
step (ii), we care more about how to verify the unlearning result
based on step (i) and step (iii), which we will detail later.

B. Watermarking and Verifying

To effectively verify unlearning, the watermark should be able
to characterize the leaver’s trace. Our approach is to leverage ad-
versarial training for achieving A2E property against the leaver’s
watermark-dependent AEs and further watermarking the leaver.
After unlearning, the global model is expected to have signifi-
cant resistance change on these watermark-dependent AEs, i.e.,
ranging from high resistance to low resistance, which can be
used to verify if the effective unlearning has been implemented.
As for the reason, the leaver meticulously forms the specialized
resistance to the watermark-dependent AEs and uses it as the
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significant evidence to determine whether the leaver’s memories
are deleted.

Watermark injection: As shown in Fig. 3 and Algorithm 1,
we first sample certain data Y/D\L from the leaver’s data D, (Line
1) and leverage data augmentation (including rotation, color
jitter, switching perspective, gaussianblur) to generate more
abundant and unique data D?“9 (Line 2). Then, we generate the
watermark-dependent AES (Zud0, Yuqy) € D247 based on the
augmented data (z,y) € D*“9 with the commonly used AEs
generation methods : FGSM [16], PGD [16], BIM [29], and
CW [30] (Line 3). Next, we substitute the labels y,4, of the
AEs with the correct original labels to form (madv, y) S DZ”‘”’“
for adversarial training (Line 4). Finally, we train a watermarked
local model, which is resistant to the watermark-dependent AEs
of the leaver (Line 5). Specifically, the watermarked model
achieves A2E property, evidenced by correctly predicting these
specifically generated watermarking AEs as the original labels.
The injected watermark s is thus composed with the original
correct labels y of the meticulously generated watermark-
dependent AEs x .4, (Line 9).

Watermark extraction: After the watermarked local model
update is submitted to the server (Line 6), the global model
(with the leaver’s watermark) achieves A2E characteristic on the
leaver’s watermark-dependent AEs, i.e., outputting the original
class y on these AEs with a high probability. As shown in Fig. 3,
the output labels of the watermark-dependent AEs by anony-
mously querying the unlearned black-box global model form
the extracted watermark s (Line 10). If the server has conducted
effective unlearning, the unlearned global model would erase
A2E watermark with a high probability, i.e., the unlearned global
model would output the original labels ¢ on these watermarking
AEs with a smaller probability. Based on the injected watermark
s and extracted watermark s, we employ hypothesis testing to
determine the verified unlearning confidence, details refer to
Section IV-C.

Explanation model: Fig. 4 visually explains why A2E water-
mark works. Note that the watermark-dependent AEs are gen-
erated by adding the meticulously designed perturbation to the
augmented data, which is close to the decision boundary. After
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Our proposed black-box A2E watermark, divided into two processes: watermark injection and extraction, to quantitatively verify federated unlearning.
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Fig. 4. After adversarial training, the enhanced model could successfully
classify the leaver’s watermark-dependent AEs, originally close to the decision
boundary, into the correct class.

Algorithm 1: Watermark Injection and Extraction.

Input: The global model GG; and the following
black-box global model Gt-i—u the private data
D, of the leaver ¢, sample proportion x.
Output: Injected watermark s, extracted watermark s,
length of the injected watermark n and the
ratio A of watermark-dependent AEs still
outputting the original labels.
1 Randomly sample x% data from D, to form 'D, ;

2 Data augmentation on (x, y) € D, to generate D"9;

3 Generate the watermark-dependent AEs (©4dy, Yadv)
based on D"Y;

4 Modify the labels of the AEs to the original labels
(wadm yadv) — (wadva y) € Dznark;

5 Adversarial training on DZ’“”’“ U D, to generate the
watermarked local model wy, | based on G';

6 Send the watermarked local model update wy, ; — G
to the server for aggregation;

7J+0;

foreach (z,4.,,y) € D" do

9 s« sUuy;

10 § < SUargmax G’Hi(wadv);

11 if arg max G4 (Taqy) == y then

12 | j<i+1

@

13 0 len(s), A< L ;
14 return s, S, n, A

Authorized licensed use limited to: Zhejiang University. Downloaded on May 10,2026 at 14:49:08 UTC from IEEE Xplore. Restrictions apply.



GAO et al.: A2E: BLACK-BOX ANTI-ADVERSARIAL EXAMPLE BASED WATERMARKING TO VERIFY FEDERATED UNLEARNING 71

adversarial training on the mixture of the leaver’s original data
and generated watermark-dependent AEs, the decision boundary
of the leaver’s local model is fine-tuned to be robust against these
watermark-dependent AEs, i.e., the leaver’s watermarked local
model would achieve A2E property and output the correct labels
on these specialized watermarking AEs. The server aggregates
the leaver’s watermarked local update and others’ updates into
the global model, causing the following global model to be
robust to the leaver’s watermarking AEs. On the other hand,
effective unlearning could erase the memories about the leaver
(especially the specifically injected A2E watermark), smooth out
the decision boundary and lower the global model’s resistance
to the leaver’s watermarking AEs. Therefore, the unlearned
global model would not output the original class y with a high
probability.

C. Unlearning Verification Via A2E Watermark

Here, we leverage the hypothesis testing [31] to quantitatively
assess the unlearning reliability verified through A2E watermark
by formulating the theoretical relationship between the Type
I/II error and the verified unlearning result via A2E watermark.
Specifically, the leavers would implement the probability calcu-
lation based on the injected and extracted watermark (obtained
from Algorithm 1), under the corresponding hypothesis and pre-
set Type I error probability Q, to determine the true negative and
the derived lower bound of the true positive which together form
the reliability of using our A2E watermark to verify unlearning,
as illustrated in Theorem 1. Here, the query of the leaver is
protected by anonymous technology, such as pseudonyms [27]
or Tor [28], to prevent exposing its true identity to the adversarial
server, thus rendering the fake query result fabricated by the
server unreachable to the leaver.

For hypothesis testing, we formulate the null hypothesis Hg
as: the server indeed executed unlearning, and the alternative
hypothesis Ha (opposite of Hp) as: the server did not execute
unlearning. Hg is rejected with probability o, which is Type I
error (false positive), meaning the server executed unlearning
while being judged as absent using our A2E watermark. Hg
is rejected with probability 3, which is Type II error (false
negative), meaning the server did not execute unlearning while
being judged as the opposite by our A2E watermark. 1 — o and
1 — [ thus represent the judged true negative and true positive
respectively, together form the reliability of unlearning verifica-
tion via A2E watermark. Specifically, frue negative means suc-
cessfully verifying the absence of unlearning and frue positive
means successfully verifying the existence of unlearning. As the
probability that null hypothesis Hg holds ais set in advance, then
true negative 1 — o can be directly determined. Thus, to simplify
the quantification of the verified unlearning reliability through
A2E watermark, we directly use the true positive under the fixed
true negative as the verified unlearning confidence, refer to Sec-
tion V. By exploiting the probability mass function in binomial
distribution and cumulative distribution function under the null
hypothesis Hp and alternative hypothesis Hg in the hypothesis
test theory, Hoeffding’s inequality [32] could help deriving a
cut-off threshold m that separates Pr(X = m|Hy is true) and

Pr(X = m|H, is true) and determines the lower bound of
the reliability (represented by frue positive, due to the fixed
true negative) of the unlearning verification result via our A2E
watermark, more details can be found below:

Theorem 1: Given the preset Type I error probability Q, the
true negative is 1 — o and the lower bound of true positive 1 — 3
is:

Mupper n ) )
1-p=1- . (Pa)I 1- Pa)n_I, 3)
i=o !
n
where Mypper = NPy + —5 Ina . 4)

Proof: We use Pg to represent the probability of the un-
learned global model still outputting the original label y on the
watermark-dependent AE Xaqgy:

Po = Pr[Gt(Xaav) = Y|Ho is T rue]. 5)

The probability of m AEs are predicted as the correct labels
when Hg is true can be denoted as:

Pr(X = m|Ho is true) = :q (Po)™ (L—Po)™™. (6)

N denotes the number of watermark-dependent AEs, directly
obtained from Algorithm 1. X = ?:1 Xi, {Xi,..Xn} are
independently and identically distributed Bernoulli random vari-
ables [33], X; {0, 1} represents whether the i-th watermark-
dependent AE is predicted as the original label. Thus, X rep-
resents the number of the watermark-dependent AEs that are
predicted as the original labels.

When Hy is true, the expected value of X is E(X) = nPy.
For all X = E(X), X can be expressed as:

X « E(X)+e=nPy+¢,e=0. 7

Hoeffding’s inequality> [32] Eounds this probability by a term
that is exponentially small in £

. —2¢?
Pr(X —nPy = g|Hg is true) < exp el 3

Based on the definition of Type I error:

n
a=Pr(X = m|H is true)=
j=m

;‘ (Po)i  (1—Po)" .

)
Combining (8) and (9):
a<exp —%(m—nPo)2 (10)

Since d is a preset value, m can be directly determined:

“n.__ n,
nPy — —ElnasmsnPo+ —Elnd- (1)

2
Al X =

5Based on Hoeffding’s inequality, Pr(X — E(X) = ) < exp(=2

n . . . .
i=o Xi 0 < X = n, X is a discrete integer variable.
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P4 indicates the probability of the global model (without

unlearning) outputting the original class y:
Pa = Pr[G¢(Xagv) = Y|Ha4 is True]. (12)

The probability of m AEs are classified into the original labels
y when Hg is true can be expressed as:

. n _
Pr(X = m|H, is true) = m (P)™ (@—=Py)"™™.

(13)
According to the definition of Type II error:

m m
. . n i _i
B=  Pr(X =i|Hs istrue)= . (P! (—-Py)".
i=0 i=o !
(14)
Mupper = NPo + —g Ina  could speculate the lower
bound of the true positive:
Mupper . .
1-B=1- i (Pa)' (1—Pa)"". (15)
i=0

Remark: Here, we briefly discuss how A2E watermark satis-
fies all the requirements: (i) Minimum impact on vanilla FL:
A2E watermark injection relies on adversarial training, not
causing a significant performance drop on the original learning
task [16]. Also, the time overhead is generally acceptable and
only applicable locally for the leaver. More experimental details
refer to Section V-A. (ii) To realize the fairness of rights, A2E
watermark only requires black-box access to the prediction API
of the global model for verifying unlearning, without accessing
model internals (such as, accessing parameters like [34]). (iii)
Security: As shown in Fig. 3, the whole workflow of injecting
and extracting A2E watermark would not incur any new secu-
rity threats to FL unlike [12] (note that model stealing attack
utilizing the API of the global model is out of the scope). (iv)
Robustness: We will empirically demonstrate the robustness
of A2E watermark against multiple adversarial scenarios in
Section V-A. (v) Theoretically quantify unlearning confidence
with A2E watermark: We provide how to quantify the reliability
of verified unlearning result in Section I'V-C. Specifically, under
the unified preset true negative, the reliability of all unlearning
verification schemes in Section V-A can be simply represented
by the lower bound of frue positive (a.k.a. TP) of the verified
unlearning result.

V. EVALUATION

We first identify the following key research questions to
answer through our evaluation:

RQI: How effective and efficient is A2E watermark
to verify unlearning, compared to state-of-the-art ap-
proaches [10], [12]?
RQ?2: How robust is A2E watermark approach to different
adaptive strategies?
RQ3: How resilient is A2E watermark approach to dif-
ferent configurations, e.g., AEs generation methods and
parameter settings?

A. Experimental Setup

Datasets & models: We evaluate A2E watermark on 6 datasets
and 5 model architectures (details in Table I). All the experiments
are conducted on a Linux server with 8 Nvidia RTX 3090 GPUs,
each with 24GB memory, Intel Xeon processor with 16 cores
and 384GB RAM. Our code is implemented using PyTorch 1.8.0
with CUDA 11.4 and Python 3.7.

MNIST: a handwritten digit recognition dataset with
70,000 32*%32 Gy images [19]. Among them, 60,000 are
used for training, and 10,000 for testing.

CIFAR10: a widely recognized object classification
dataset, consisting of 10 classes of 32*32 RGB pictures,
50,000 for training and 10,000 for testing [35].
SpeechCommand: a speech recognition dataset [36] (each
processed as 32 *32 MFCC spectrogram [37]), 37,005 for
training and 9,251 for testing.

COVID: chest x-ray lung images [38] containing 1,699
COVID-19, 6,069 pneumonia, 8,851 normal.
Tiny-ImageNet: 10 classes randomly sampled from Ima-
geNet [39], totally 13,500 224 *224 RGB images, 13,000
for training, 500 for testing.

Tiny-VGGFace: 20 celebrities’ faces sampled from VG-
GFace2 [40], containing 7,023 224 *224 images.

Hyper-parameters: We adopt Dirichlet distribution func-
tion [41] with hyper-parameter 0.9 to guarantee the non-i.i.d.
and non-overlapping data in each participant’s side. The serverin
FL selects 10 participants among 100 alternatives® to contribute
their local models in each round and adopts the default optimizer
— Stochastic Gradient Descent with momentum 0.9 and weight
decay 2.00E — 04. The detailed settings of our approach for
each dataset are listed in Table I. To minimize the impact of
unlearning verification on the primary task, tmark should be after
when the model approximately converges [10], [42]. Besides,
the related memories should be deleted in a closely subsequent
time window — tynjearn. The default AEs generation method
is BIM [29]. To facilitate the combination and exponentiation
calculation in Theorem 1, we use the first N = 20 to compute the
reliability of the verified unlearning result via A2E watermark.

A. RQI: Effectiveness and Efficiency

We compare our A2E watermark to three baselines, i.e., 1)
solely using the leaving data (referred as BL.1), 2) the backdoor-
based approach [12] (BL2) and 3) the erroneous-memory-based
approach [10] (BL3). For each approach, we obtain P, and
Po by calculating the accuracy of the model before and after
unlearning respectively on the data, i.e., the leaving data (BL1),
the backdoor data (BL2), the erroneous data (BL3) and A2E
watermark-dependent AEs (Ours). The server mainly adopts
two most effective federated unlearning methods, according

5The unlearning verification of A2E watermark in larger federated learning
system with thousands of participants is also tested on MNIST, CIFAR10 and
SpeechCommand, with average confidence drop 0.0017, while the unlearning
verification confidence still larger than 0.996. Besides, we leave the effectiveness
test of A2E watermark in super large federated leaning system with millions of
participants as a limitation, owning to resource constraint.
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TABLE I
DATASET, MODEL AND FEDERATED UNLEARNING VERIFICATION SETTING: |B|: BATCH SIZE; Ir: LEARNING RATE OF LOCAL MODEL TRAINING; Tjgcal: LOCAL
TRAINING EPOCHS; tmark: THE WATERMARK INJECTION ROUND; I mark: LEARNING RATE OF SGD WHEN INJECTING THE WATERMARK INTO THE LOCAL
MODEL (L.E., ADVERSARIAL TRAINING); Tmark: LOCAL TRAINING EPOCHS TO INJECT THE WATERMARK INTO THE LOCAL MODEL (L.E., ADVERSARIAL
TRAINING); tynlearn: THE ROUND OF UNLEARNING IN THE SERVER; tenq: THE END ROUND OF FL

Dataset Detail |

Model Detail

|  Local Training | Watermark Injection | Unlearn & Learn

Dataset | #classes  #samples Resolution | Architecture ML/FL Acc(%) | |B] I Tocat | tmark  Tmark  Tmark | tunicarn  tend
MNIST [19] 10 70,000 28%28 LeNet5 [19] 99.24/90.84 1024 0.01 1 110 0.01 300 120 150
CIFAR10 [35] 10 60,000 32%32 ResNet18 [20] 95.37/89.16 128 0.1 10 110 0.01 100 120 150
SpeechCommand [36] 10 46,256 32%32 LSTM128 [22] 87.34/88.81 256 0.1 1 110 0.1 300 120 150
COVID [38] 3 16,619 224#224 | ResNet34 [20] 90.13/76.99 16 0.1 1 106 0.01 50 112 130
Tiny-ImageNet [39] 10 13,500 224%224 | ResNet18 [20] 85.80/64.6 16 0.1 10 206 0.01 150 212 230
Tiny-VGGFace [40] 20 7,023 224%224 VGGI3 [21] 87.76/71.25 32 0.001 10 106 0.1 150 112 130
TABLE II
THE VERIFIED UNLEARNING CONFIDENCE THROUGH A2E WATERMARK, COMPARED TO BASELINES, UNDER = 0.05

Leaving Data (BL1) Backdoor Data (BL2) [12] Erroneous Memory (BL3) [10] A2E Watermark (Ours)
Dataset P [ Retrain | Scale P [ Retrain | Scale P [ Retrain | Scale P [ Retrain | Scale
« "p TP | R TP « ", TP | R TP |'°[ R TP | B TP ©m TP | R TP
MNIST 0.89 | 0.06 1 0.89 1 0.0972 | 0.6 | 0.12 09984 | 0.1 0.9997 | 0.8 | 0.03 1 0.3 1 0.9984 | 0.86 0 1 0.04 1
CIFAR10 0.94 | 0.11 1 0.84 0.2901 | 0.5 | 0.21  0.8684 | 0.11 0.9793 | 0.5 0 1 0.1  0.9941 | 0.58 | 0.06 = 0.9999 | 0.09 0.9994

SpeechCommand | 0.75 | 0.08 1 0.72  0.0243 | 0.5 | 0.01 1 0.06 0.9987 | 0.2 0 0.9885 | 0.1 0.3704 1 0 1 0 1
COVID 0.7 | 0.26  0.9829 | 0.62 ' 0.1071 | 0.03 0 0.4562 | 0.03 = 0.021 | 0.4 0 1 0.1 =~ 0949 | 098 0 1 0.01 1
Tiny-ImageNet 0.66 | 0.18 0.9955 | 0.6 0.0535 | 0.1 | 0.16 0.0024 | 0.14 0.0024 | 0.6 0 1 0 1 1 0.05 1 0.02 1
Tiny-VGGFace 0.54 | 0.15 1 0.9735 | 0.53 0.0461 | 0.02 0 0.3324 | 0.04 0.0071 | 0.2 0 0.9885 | 0O 09885 | 0.88 0 1 0 1

to [10]: retrain and scale.” As for the dedicated exact federated
unlearning — rapid retraining [26], only applicable to simple
models, detailed results see Fig. 16. Table II summarizes the
results and we have the following observations.
Overall, compared to baselines, our A2E watermark ap-
proach achieves the highest unlearning confidence (always
near 1) on all datasets. This indicates that A2E character-
istic is a more effective and safer way to fingerprint the
leaving participant (compared to leaving data, backdoor
data and erroneous data).
The overall effectiveness of different verification ap-
proaches is: Ours > BL3 > BL2 > BLL1. In particular,
relying solely on the leaving data is insufficient to reliably
verify unlearning in BL1 [10]. As for the reason, others’
contributions might induce the unlearned global model
maintaining the similar performance on the leaving data.
For backdoor-based approach (BL2), its verification per-
formance will significantly drop if the successful injection
rate of backdoor itself is low (see the results of BL2 on
datasets like COVID, Tiny-ImageNet and Tiny-VGGFace).
In our experiment, we find that it is challenging to provide
the high unlearning confidence verified through BL2 on
complex datasets with the relatively smaller P,. The un-
derlying reason is that, different from using backdoor for
machine unlearning verification, others’ contributions and
aggregation rules in FL naturally amplifies the complexity
of backdoor injection (under the same backdoor parameter
setting) and subsequently hampers the subsequent unlearn-
ing verification, as it relies on a high trigger rate of the

7"Retraining from scratch requires deleting the leaver from the alternative par-
ticipants, back to the start point for retraining under the same parameter setting.
Scaling achieves approximate unlearning by amplifying others’ contributions
and narrowing its own update to push the global model far away with the leaver’s
model and unlearn it.

backdoor [10], [13]. Furthermore, it is crucial to highlight
that backdoor not only serves as a watermark for unlearning
verification but also falls within the realm of common
attacks. Consequently, this attack-dependent verification
method naturally introduces an inherent security threat
to the shared model, necessitating careful consideration
and mitigation strategies to safeguard against potential
adversarial exploits under the guise of verification.

In the case of erroneous-memory-based approach (BL3),
the relatively lower unlearning confidence verified on the
approximate unlearning — scale is observed, compared
to the exact unlearning — retrain, indicating the inherent
challenge in verifying approximate unlearning. However,
given the high cost (or even infeasibility) of retraining in
FL, the server is not expected to adopt such an unlearning
method. Hence, the need persists for a more effective ver-
ification method capable of consistently presenting highly
confident unlearning verification result for both exact and
approximate unlearning.

Remark 1: A2E watermark is more effective in verifying
unlearning compared to leaving data, backdoor data and
erroneous data.

We further evaluate our approach under multiple realistic
considerations as follows.

Impact on vanilla FL: We evaluate the impact on vanilla FL
from the following two aspects: 1) the performance drop, and
2) the extra time overhead. As shown in Fig. 5(a), the accuracy
drop on the original learning task (caused by A2E watermark)
can be directly obtained:

Accdrop(Dtest) = |Accw ith (Dtest) — AcCw ithout (Dtest)
(16)
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Fig. 5. Accuracy on the test and leaving data. Normal Training means no one
leaves and thus no unlearning or verification is implemented. Natural Forgetting
means that some participants leave FL and launch the verification, while the
server does not implement any active unlearning. Retraining and scaling indicate
that the server adopts the corresponding unlearning method after the leaving
participants inject their watermarks into the global model and propose to leave
the federation. Note that, retraining needs more learning rounds to maintain the
similar performance on test data like before, here we only show the limited
rounds between [tyniearn, tend] under the unified experimental setting with
scaling, detailed in Table I.

TABLE III
PERFORMANCE IMPACT ON ORIGINAL LEARNING TASK

Accuracy on Test Data (%) ‘ MNIST CIFAR10 Speech COVID T-ImageNet T-VGGFace

Without A2E 90.84 89.16 88.81 76.99 64.6 71.25

With A2E 90.84 87.04 88.81 72.86 63.4 71.1

Accuracy Drop 0 2.12 0 4.13 1.2 0.15

Drop Percent 0 2.38 0 5.36 1.86 0.21
TABLE IV

THE EXTRA TIME COST ANALYSIS OF A2E WATERMARK

T-VGGFace

1358.2 + 9.84
2.35 £0.02

‘ MNIST

485.18 £ 1.1
6.93 £ 0.02

CIFAR10 Speech COVID

1268.91+£63.48  705.33+5.69 1290.4 + 15.85
4.54+0.23 0.99+0.01 5.27 £ 0.06

T-ImageNet

1772.19 £+ 5.19
2.5+ 0.01

Time Cost (s)
Percentage (%)

where Diest represents the test data, AcCw ith(Drest) denotes
the accuracy on the test data after injecting A2E watermark
(i.e., accuracy of natural forgetting), and AcCw ithout(Dtest)
represents the accuracy on the test data without injecting A2E
watermark (e.g., accuracy of normal training). Table III shows
the performance influence of A2E watermark on vanilla FL,
represented by the accuracy drop AcCdrop(Drest) of the global
model on the test data. As the result shows, the accuracy drop
is acceptable, i.e., on average 1.27% for all the datasets, smaller
than 4.13% of the existing well-recognized backdoor-based
watermark. We further evaluate the additional time overhead
of our proposed A2E watermark. As shown in Table I'V, not sur-
prisingly, the additional time cost introduced by A2E watermark
would increase with the complexity and scale of the dataset.
The longest watermark injection task would take no more than
30 minutes (less than 7% total running time). In general, we
regard the time overhead of our watermark as an acceptable
one-time cost and could be reduced by operating off-line and
ahead. Meanwhile, it can be further accelerated with parallel
computing or faster AEs generation method. Indeed, considering
the anti-adversarial example nature, A2E requires more time
and storage than BL2 and BL3, since obtaining the watermark-
dependent adversarial examples undergoes multi-round iterative
optimization and storing them requires more memory overhead,
larger than the separate backdoor trigger in BL2 and the data
index in BL3.

MNIST CIFAR10

-—Revan 1- Scae 1-8 —Rersn 1-§ Scae:1-B

SpeechCommand

—Revan 1-8 Scse 1-
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True Positive
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02
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Leaving Participant Index Leaving Participant Index Leaving Participant Index
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Fig. 6. The unlearning confidence verified through A2E watermark under
multi-leavers setting, with the horizontal axis representing the leaver’s index.

TABLE V
THE MEAN AND VARIANCE OF UNLEARNING CONFIDENCE VERIFIED THROUGH
A2E WATERMARK, FACING MULTI-LEAVERS IN FL.

‘ MNIST CIFAR10 Speech COVID T-ImageNet T-VGGFace
Retrain | 1.0+0.0 1.0£0.0 0.99+0.01 1.0+0.0 1.0+0.0 1.0+0.0
Scale 1.0£0.0 0.89+0.12 0.99+0.01 1.0£0.0 0.97+0.05 0.96 £0.1
TABLE VI

PERFORMANCE CHANGE ON TEST DATA AFTER UNLEARNING MULTI-LEAVERS
BY SCALING, COMPARED TO NO LEAVING

\ MNIST CIFAR10 Speech COVID T-ImageNet T-VGGFace
2-leavers | 0.06% 3.76% 0.26% 5.2% 5.35% 0.65%
4-leavers | 0.08% 421% 0.5% 4% 5.59% 0.72%
6-leavers | 0.04% 4.09% 0.29% 6.8% 5.44% 0.93%

Remark 2: A2E watermark is reasonably efficient and will
impose acceptable impact on vanilla FL.

Multi-leavers case: The multi-leavers case might be common
in practice. We thus evaluate the verified unlearning confidence
through A2E watermark under a challenging scenario when
six participants (more than half of the chosen participants in
each round) successively request to leave the federation. The
detailed results are shown in Fig. 6 and summarized in Table V
with the mean and standard deviation of the verified unlearning
confidence of the six leavers. We could observe that in some
cases (e.g., CIFAR10 and Tiny-ImageNet), the verification per-
formance indeed drops for certain leavers under scaling, while
the performance for retraining is stable. This further shows the
difficulty of verifying approximate unlearning methods. How-
ever, the overall performance is still acceptable, i.e., with the
average of verified unlearning confidence higher than 0.85 and
mostly close to 1. Table VI shows that the accuracy drop (caused
by unlearning multi-leavers via scaling) on the main learning
task is overall acceptable with below 7%, as the result of others’
contributions.

Visualization: We use the heatmap change after unlearn-
ing on the watermark-dependent AEs to intuitively show the
verified unlearning effect. As shown in Fig. 7, the attention
areas on these watermarking AEs indeed change significantly
after unlearning either by retraining or scaling. Specifically,
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Fig. 7. Visualization of heatmap change after unlearning on the watermark-
ing AEs. Effective unlearning shifts the main attention from the primary
feature/object to the secondary feature/background/noise, complying with the
reduced resistance of the unlearned model to the watermarking AEs with the
meticulous perturbation.
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Fig. 8. The robustness of the verified unlearning confidence under the adver-
sarial server.

the main attention area changes from the main feature to the
background/noise/subordinate feature, or from the primary area
to the secondary area, making the predicted label change from
the original correct label to others.

A. RQ2: Robustness to Adaptive Strategies

Next, we conduct experiments to evaluate the robustness of
A2E watermark against various adaptive strategies from both an
adversarial server and colluded participants.

Robustness to the adversarial server: We consider an adver-
sarial server adopting multiple adaptive strategies to undermine
A2E watermark-based unlearning verification, ultimately mis-
leading the leaver in different ways. Specifically, the server,
whether intentionally or unintentionally, deploys model fine-
tuning, pruning, distillation [17], adversarial training [16] and
differential privacy [18] to enhance the global model, and con-
currently interfere the ongoing verification. Fig. 8 shows the
robustness of our approach against such an adversarial server.
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(a) Robustness under collusion. (b) Similarity with colluders.

Fig. 9. (a) demonstrates the substantial robustness of the verified unlearning
confidence through A2E watermark with different numbers of colluders, with
the horizontal axis indicating the number of colluders in each round of FL,
ranging from 0 to 9. (b) further unveils the underlying reason, represented by the
average cosine-similarity between the leaver’s watermark with other colluders’
watermarks. The horizontal axis denotes the index of the chosen contributed
participants, O is the leaver’s index, 1 ~ 9 represents the colluders’ indexes.

Remarkably, our findings demonstrate that the verified unlearn-
ing confidence through A2E watermark maintains a certain
degree of robustness with TP > 0.96 against all these adaptive
strategies across all datasets. Admittedly, the minor drop in
the verified unlearning confidence can also be observed. For
instance, once the server actively employs adversarial training
to enhance the global model within FL process, causing the ap-
proximately unlearned model still reserves certain resistance to
the watermark-dependent AEs, represented by a higher Pg after
the approximate unlearning — scaling and the subsequent lower
true positive. However, the probabilistic exponential calculation
in Theorem 1 could still enable the highly confident unlearning
verification effect (i.e., a high true positive) under the slightly
increased Pg. Nevertheless, the reduced verified unlearning con-
fidence can be hardly observed from exact unlearning, benefited
from the advantageous characteristic of retraining from scratch.
Furthermore, these observations inspire to explore more unique
verification media exclusively generated by the leaver. Such
media, tailored specifically to the leaver’s data, hold the potential
to yield more robust and confident unlearning verification result,
even for the adversarial server.

Robustness to the colluded participants: We consider the col-
luded participants who inject their own watermarks (without ac-
tually requiring unlearning) into the global model so as to reduce
the reliability of the leaver’s unlearning verification result via
AZ2E watermark. Notably, our analysis, as depicted in Fig. 9(a),
highlights the remarkable robustness of the verified unlearning
confidence (TP > 0.95) through A2E watermark, even when
all other selected participants in a given round collusively inject
their own watermarks into the global model, although a slight
drop on CIFAR10 and Tiny-ImageNet.® To gain insight into the
underlying factors contributing to such robustness, we conduct
an in-depth analysis of the cosine similarity between the leaver’s
watermarking AEs and other colluders’ in Fig. 9(b). Intrigu-
ingly, the similarities range from 0.6 to 0.8, some even lower
than 0.4 (MNIST: 0.38 = 0.04, CIFAR10: 0.68 + 0.01, Speech-
Command: 0.77 = 0.01, COVID: 0.87 % 0.02, Tiny-ImageNet:
0.75 %= 0.03, Tiny-VGGFace: 0.66 =+ 0.04), indicating a certain

8Due to the computation resource limitation and the huge size of VGG13
model, we cannot perform the collusion attack under seven or nine attackers for
Tiny-VGGFace.
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dence through A2E watermark on CIFAR10 and Tiny-VGGFace.

degree of uniqueness associated with the leaver’s watermarking
AEs. Put simply, similarity = 1, it implies that colluders are
unable to generate such watermarking AEs that perfectly match
the leaver and render the model completely immune to the
leaver’s watermarking AEs. Consequently, even enhanced with
the colluders’ watermarking AEs, the unlearned global model
still outputs a lower Py and the following higher frue positive,
owing to it cannot achieve complete resistance to the leaver’s
distinctive watermarking AEs.

Remark 3: A2E watermark is reasonably robust to multiple
adaptive strategies with TP > 0.95.

A. RQ3: Resilience to More Configurations

In this section, we further evaluate the resilience of A2E
watermark against multiple configurations.

AEs generation methods: Fig. 10 explores the influence of
different AEs generation methods on the verified unlearning
confidence through A2E watermark. Overall, we apply four AEs
generation methods, including untargeted FGSM, PGD, BIM
and targeted CW. In general, different AEs generation methods
have negligible impact on the unlearning verification effect of
A2E watermark. Thus, choosing efficient FGSM, involved in
A2E watermark generation, is sufficient to establish the confi-
dent unlearning verification effect.

Model architecture: Here, we use ResNet18 with fewer layers,
ResNet34 with more layers and VGG13 with more parameters
on CIFAR10 and Tiny-VGGFace. As Fig. 11 shows, A2E wa-
termark can always demonstrate the highly confident verified
unlearning effect across diverse models.

AEs perturbation: Fig. 12(a) demonstrates the perturbation
amplitude, used in the watermark-dependent AEs generation
process, would hardly influence the verified unlearning result
through A2E watermark on CIFAR10. However, as the pertur-
bation amplitude increases, a more pronounced negative impact
on the original learning task becomes evident, as indicated by a
greater decline in accuracy on the test data. Consequently, while
ensuring the confident unlearning verified, a lower perturbation
amplitude is preferable to mitigate the adverse effects on the
original learning task.

Data distribution (non-i.i.d. and i.i.d.): We further explore the
influence of data distribution (non-i.i.d. and i.i.d.) on the unlearn-
ing verification result through our proposed A2E watermark. As
shown in Fig. 12(b), i.i.d. setting has a smaller P, and larger
Po than non-i.i.d. setting. This matches the expectation as both
watermarking and unlearning would be less effective in i.i.d.
setting due to the more similar contributions of other non-leaving
participants. On the other hand, the leavers tend to preserve
more distinctive watermarking AEs for producing more unique
traces under non-i.i.d. setting. As a result, after unlearning, Pg
is smaller on these more specialized watermark-dependent AEs
under non-i.i.d. setting. Nevertheless, even under i.i.d. setting,
AZ2E still achieves a highly confident unlearning verification
effect with TP > 0.9 on all datasets, which shows the stability
of A2E watermark under different data distribution.

Leaving time: We also analyze the influence of leaving time on
our approach. Specifically, we designate the early leaving time as
100 rounds previous to the later leaving time tynjearn in Table I.
As Fig. 13 shows, the verified unlearning confidence through
A2E watermark is similar between early and later leaving.
Although a slight drop is observed on CIFAR10 during early
leaving, true positive still exceeds 0.97. Overall, these findings
suggest that the leaving time has a negligible impact on the
verified unlearning confidence.
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TABLE VII
THE VERIFIED UNLEARNING CONFIDENCE THROUGH A2E WATERMARK, WITH
MORE RETRAINING EPOCHS

| MNIST | CIFARI0 | SpeechCommand |  COVID | Tiny-ImageNet | Tiny-VGGFace

[ Retrain_| [ Retrain_| [ Retrain | [ Retrain | [ Retrain_| P [ Retrain
ko akiran m ki ko R
Retrain_More | 0.86 | 0.02 [ 1 | 0.58 | 004 [ L | 1] 0 1098 | 0 [0 | 1 0041|0880 [
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Fig. 14.  The influence of Byzantine robust aggregation rules (Krum and Me-
dian) on the verified unlearning confidence through A2E watermark, especially
when the leaver adopts the adaptive watermark injection strategy — gradient
masking [43], [44].

Retraining iteration: Compared with approximate unlearning,
exact unlearning—retraining indeed requires more epochs to
converge on the main task. Considering the experiment overhead
and fair comparison, we initially chose the same verification time
for the two unlearning methods, which begun until 30 epochs
(for MNIST, CIFAR10 and SpeechCommand) or 18 epochs
(for COVID, Tiny-ImageNet and Tiny-VGGFace) after the un-
learning ends in Table I. To investigate the influence of more
retraining iterations, we further analyze the verified unlearning
effect of exact unlearning with more than 100 iterations. As
shown in Table VII, even for the converged retrained model, Pg
is smaller than 0.05 and true positive is still close to 1, indicating
that the retrained model with more iterations would still mis-
classify these watermark-dependent adversarial examples. The
underlying reason is that normal training, rather than adversarial
training specifically tailored to the leaver’s watermark, cannot
induce anti-adversarial characteristics or enhance robustness
against these watermark-dependent adversarial examples.

Number of involved participants: Here, we explore the in-
fluence of the number of involved participants in FL. Due
to the computation resource limitation, we can only conduct
analysis on settings of 20 and 100 alternative participants in FL,
respectively. As Fig. 13 shows, the influence of the number
of alternative participants within FL is negligible, evidenced
by the consistent and high level of confidence in the verified
unlearning effect. We remark that due to resource limitation,
we cannot conduct further experiments on industrial-level FL
platforms with a super large number of participants (e.g., scale
of 1019). However, we believe that A2E watermark is lightweight
to generalize to such platforms while it is worth exploration of
the realistic effect.

Remark 4: A2E watermark is resilient under multiple exper-
imental configurations and considerations in FL.
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Fig. 15. (a) shows the unlearning verification comparison between scenarios
where only a partial subset (5%) of the leaving data requires to be unlearned,
and cases where the entire leaving data (100%) requires to be unlearned.
(b) shows the influence of DP local training on the verified unlearning confidence
through A2E watermark.

A. More Exploration

Byzantine robust aggregation rules: Considering the Byzan-
tine robust aggregation rules deployed in the server, the leaver
adopts the adaptive watermark injection strategy [43] by in-
tegrating gradient masking [44] into adversarial training to
encourage the leaver’s watermarked model staying close to
the original parameters, without deviating others’ significantly.
Such gradient regularization technique (masking the top 90%
gradients through thresholding) allows A2E watermark still
maintaining high effectiveness with TP > 0.95, when subjected
to Byzantine robust aggregation rules.” Thus, benefited from the
corresponding adaptive watermark injection strategy — gradient
masking, A2E watermark can still achieve the notable unlearn-
ing verification effect under the Byzantine aggregation rules.

Unlearning a leaver’s partial data: Here, we consider an
intriguing phenomenon wherein the leaver seeks to exclusively
unlearn a portion of its data. Specifically, we randomly select a
mere 5% of the leaving data to serve as the unlearned data, gener-
ating the corresponding watermark-dependent AEs exclusively
for the purpose of unlearning verification on this partial data
subset. Fig. 15(a) demonstrates a strikingly similar unlearning
verification effect between scenarios where only a partial subset
(5%) of the leaving data requires to be unlearned, and cases
where the entire leaving data (100%) requires to be unlearned.
Thus, A2E watermark could still provide the reliable unlearning
verification effect when the leaver only requests partial data to
be unlearned.

Influence of differential privacy (DP) local training on the
unlearning verification result: PixelDP [45] introduces a noise
layer that adds noise to the output of the first convolution layer to
improve the robustness against the adversarial examples. Thus,
we wonder whether the improved robustness provided by DP
local training (i.e., PixelDP) could pose the negative influence on
the verified unlearning effect through A2E watermark. Overall,
our watermark maintains the relatively confident unlearning ver-
ification result (TP > 0.94) under DP local training (noise sat-
isfying normal distribution N (u = 0, 0% = 1E — 4)), as shown
in Fig. 15(b). Not surprisingly, there is a minor drop in the

9We focus on the two Byzantine robust aggregation rules, since the two are
commonly used and can be adapted or extended to other aggregation rules,
such as Multi-Krum [24]. Besides, the similar result can also be reproduced
under Multi-Krum and Trimmed-mean, since the adaptive leaver can improve
its similarity with others’ updates and evade being discarded [43], [44].
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TABLE VIII
PRIVACY LEAKAGE FROM THE LEAVER’S WATERMARKED GRADIENTS

‘MNIST CIFAR10 Speech COVID T-ImageNet T-VGGFace

Inference acc (D,) 0.51 0.51 0.5 0.51 0.50 0.51
Inference ace (D"*"*) 0.75 0.66 0.64 0.61 0.66 0.74
Inference acc (D) after DP 0.57 0.55 0.55 0.54 0.55 0.57

Inference accuracy represents the probability of inferring the data as training data.

unlearning verification result via A2E watermark, especially on
the simple datasets — MNIST and CIFAR10. As for the reason,
DP local training provides the improved robustness against
AEg, then causes a relatively bigger Pg and Mypper, and finally
induces a smaller true positive (however, it still exceeds 0.94).

Privacy leakage analysis of the watermarked gradient in
the leaver’s last contributed round: Assuming that the server
possesses access to the leaver’s historical gradients, a noteworthy
observation emerges when comparing the watermarked gradient
of the leaver in the most recent round to those of the preceding
rounds. Interestingly, the watermarked gradient in the last round
exhibits a relatively distinct dissimilarity compared to its prede-
cessors. Then, a natural concern arises whether the watermarked
model update would leak more privacy, such as training informa-
tion by membership inference and model inversion [46], [47]. By
leveraging the confidence-thresholding membership inference
advantage in [48], we confirm the noticeable privacy leakage
on those specialized watermark-dependent AEs (in line with the
conclusion of [49], [50]), while negligible on the entire leaving
data (owning to adversarial training induces more overfitting
on these watermarking AEs [51]) in Table VIII. Fortunately,
this unintended privacy leakage about the watermark data can
be mitigated by adopting more rigorous differential privacy [45]
and other over-fitting suppression techniques [52]. For example,
combing differential privacy, the privacy issue is significantly
mitigated, namely, the membership inference accuracy on the
watermark training AEs is reduced to 0.56 at the cost of 0.45%
unlearning verification confidence drop.

Exact Federated Unlearning — Rapid Retraining [26]: Here,
we further explore the unlearning verification confidence of
using A2E watermark to check the existing exact federated
unlearning technique, known as “rapid retraining”. This method
relies on the utilization of L-BFGS, accompanied by a diagonal
empirical Fisher Information Matrix(FIM)-based approxima-
tion, as well as leveraging historical snapshots to accelerate the
retraining process [26]. Given the substantial memory demand
entailed by approximating and storing the Hessian matrix and
its inverse, the unlearning verification of rapid retraining is
naturally constrained to relatively simple dataset and model,
namely MNIST and LeNet. As shown in Fig. 16(a), the dedicated
exact federated unlearning by rapid retraining could hold a
comparable level of verified unlearning confidence with the
resource-intensive retraining from scratch, across a spectrum
of verification media. The similar high resilience is still ob-
served in the presence of multifaceted challenges, encompass-
ing multi-leavers case, adversarial server setting, and diverse
experimental configurations. Notably, A2E watermark method
consistently preserves the high and consistent unlearning verifi-
cation confidence between retraining from the ground up and
the dedicated rapid federated retraining [26]. Such steadfast
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Fig. 16. (a) shows the verified unlearning confidence comparison between
the ideal retraining from scratch and rapid retraining in [26] through multiple
verification methods, including BL1 —leaving data, BL2 — backdoor data, BL3
— erroneous memory, and our A2E watermark. (b) (d) further demonstrate the
comparative verified unlearning effect of the two exact unlearning methods, even
facing multi-leavers, adversarial server and diverse watermark-dependent AEs
generation methods.

consistency also serves as a powerful indicator of the comparable
unlearning efficacy of the two exact unlearning methods, refer
to Fig. 16(b) (d).

VI. DISCUSSION OF OPEN CHALLENGES

Exact unlearning in FL: It is still an open challenge on how
to define exact machine unlearning, especially as the latest work
shows the unnecessary use of the data to delete to generate
an identical model with the use of it [5]. In FL, the situation
is only worse given that non-i.i.d. or even overlapping data is
common among the participants. So, the community calls for
more diverse and convincing opinions on how we should define
exact unlearning, and furthermore its adaption in FL.

Quantify the unlearning degree: So far, verifying unlearn-
ing research is still at its early stage. Even under the current
definition of exact unlearning (retraining a model without the
data to delete), it is still challenging to quantify the degree
of unlearning using either the intuitive unlearning verification
through the performance change on the leaving data [7], [9], the
model parameter difference between the unlearned model and
the retrained model [11], membership inference of the leaver’s
data, or more dedicated unlearning verification (backdoor-based
watermark [12], erroneous memory [10] or our A2E watermark).
It is possible to identify the existence of unlearning with confi-
dence (as this work has achieved) but not to quantify the degree
of it. Moreover, a different definition of exact unlearning would
make it more challenging.

Non-i.i.d. or overlapping data among participants: In practi-
cal FL, there may be non-i.i.d. or even overlapping data between
different participants. For example, two participants have the
same typing habitat on Gboard. and thus produce similar data.
When one user requires to leave, the other one still stays in the
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federation. Even the server immediately executes unlearning to
its best, the performance on the leaver’s data may not drop owing
to the other users’ contributions. Even though different water-
mark schemes and encrypted tracking can mitigate the issue to
certain degree, the fundamental difficulty is still there [5], [15].

Trackable and provable unlearning verification: Currently,
A2E watermark verifies unlearning based on the specific change
on the particularly generated data, thus being relatively suscep-
tible to data distribution caused by the data similarity, data over-
lapping and mutual influence among the leaver’s anti-adversarial
examples and multi-leavers setting. Other unlearning verifica-
tion methods, not relying on data performance, focusing on
trackable, provable and verifiable proof of data deletion and
model retraining might mitigate such concern [6], [53]. In the
meanwhile, the inherent mechanism of approximate unlearning
differs in minimizing the influence of leaving data by effectively
updating the model parameters, while exact unlearning thor-
oughly removes the leaving data and retrains from scratch [54].
Considering the challenges in distinguishing the hybrid influ-
ence and the left memory, the verification against approximate
unlearning is more complex, fortunately being alleviated by
resorting to the trackable and provable unlearning verification
method [6], [53].

VII. RELATED WORK

Unlearning: Existing unlearning works can be divided into
exact unlearning and approximate unlearning. Retraining from
scratch and machine unlearning depending on data partition
and model aggregation could reach the algorithmic-level ex-
act unlearning [6]. SISA proposed to divide data into slices
and shards, and aggregate the brand-new models which are
retrained on the corresponding data blocks with the leaving
data excluded [7]. Another line of work aims to achieve cer-
tified unlearning [8], [55], [56]. Certain unlearning methods
are only available for simpler machine learning algorithms.
Specifically, Ginart et al. [6] designed two effective unlearning
techniques by recursively updating the centroids or partitioning
data against k-means. Cao et al. [57] proposed to subtract the
specific transformation from the summations of the training
data’s transformations to achieve unlearning in statistical query
learning.

In the pursuit of exact federated unlearning techniques, Liu
et al. [26] accelerated retraining process through the combina-
tion of diagonal empirical Fisher Information Matrix (FIM)-
based approximation during L-BFGS optimization and pre-
stored historical model snapshots to efficiently approximate
Hessian matrix. However, due to the associated expensive
overhead of exact unlearning, a surge in attention has been
directed towards exploring alternative approaches capable of
achieving approximate federated unlearning. Notable strategies
encompassed subtracting the generated gradients of the leaving
participants and manipulating the scaling of participants’ gradi-
ents (specifically, downscaling the gradients of the leavers while
upscaling those of others) as means to effectively purge the re-
tained information concerning the leavers [9], [10]. Specifically,
Liu et al. [9] proposed to subtract the reconstructed unlearned
model updates of the leavers by harnessing the historical model

updates of other participants to achieve unlearning the leavers,
while Gao et al. [10] drew inspiration from [13] to employ
gradient scaling to push the global model farther away with the
leavers’ model and induce erasing the leavers’ memories.

Unlearning verification: This line of research remains in
its early stage. The intuitive unlearning verification attempts
involved scrutinizing the model’s performance (e.g., accuracy,
loss, KL divergence) change on the unlearned data, as well as
measuring the parameter distance between the model and the
retrained version [7], [9], [11]. However, these approaches are
either hard to compute or provide the clear unlearning effect [10],
[11]. More recently, an encryption-auxiliary verification mech-
anism emerged, encompassing the recording and tracking of
update and unlearning proofs through the implementation of
SNARK and Merkle trees [15]. Nevertheless, this approach en-
tails significant costs and lacks scalability in its current form. A
pioneering and more dedicated work proposed to verify machine
unlearning on the injected data attached with a backdoor-based
watermark [12]. The inclusion of backdoor-based watermark
enhances the traceability of leaving data, establishing a strong
correlation between the backdoor data and the target class. This
approach yielded a more explicit demonstration of the verified
unlearning effect but introduced a novel security concern — an
inadvertent backdoor into the model. More recent work focused
on capitalizing on the subset of erroneous memory (character-
ized by initially high loss and ambiguous representative features)
within the leavers’ data to verify federated unlearning. This ap-
proach harnessed the enhanced unique trace of the leavers, char-
acterized by a meticulously formed distinctive low loss before
unlearning and a subsequent high loss after unlearning, observed
on the meticulously selected erroneous data [10]. However, it is
important to note that this method lacks a quantified analysis to
ascertain the confidence level of the verified unlearning result.
In addition to the specialized unlearning verification methods
discussed, various ownership verification techniques [58], [59],
such as parameter-formed bit watermark, may also serve a sim-
ilar purpose. However, the practical efficacy of these alternative
approaches remains to be explored in future work.

VIII. CONCLUSION

In this paper, we propose a robust black-box A2E watermark
to verify unlearning specially designed for FL. Compared to the
existing unlearning verification methods, our A2E watermark is
more effective, secure and resistant while imposing minimum
impact on the vanilla FL and only requires black-box access
to the global model after requesting to leave. Meanwhile, we
develop the theoretical guarantee on the reliability of verifica-
tion result. We conduct large-scale experiments to evaluate our
approach on various popular datasets (including natural image,
medical image and speech) and model structures (including
LeNet, ResNet, VGG and LSTM), confirming the effectiveness,
efficiency and resilience of our proposed A2E watermark in
verifying unlearning under multiple experimental configurations
and realistic considerations in FL. We also show that our water-
mark is robust against multiple kinds of adversarial server and
participants, evidenced by the verified unlearning confidence
always larger than 0.95.
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