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ABSTRACT
Recommender systems predict and suggest relevant options to users
in various domains, such as e-commerce, streaming services, and
social media. Recently, deep reinforcement learning (DRL)-based
recommendation systems have become increasingly popular in
academics and industry since DRL can characterize the long-term
interaction between the system and users to achieve a better recom-
mendation experience, e.g., Netflix, Spotify, Google, and YouTube.

This paper demonstrates that an adversary can manipulate the
DRL-based recommender system by injecting carefully designed
user-system interaction records. The poisoning attack against the
DRL-based recommender system is formulated as a non-convex
integer programming problem. To solve the problem, we proposed
a three-phase mechanism (called PARL) to maximize the hit ra-
tio (the proportion of recommendations that result in actual user
interactions, such as clicks, purchases, or other relevant actions)
while avoiding easy detection. The core idea of PARL is to im-
prove the ranking of the target item while fixing the rankings of
other items. Considering the sequential decision-making character-
istics of DRL, PARL rearranges the items’ order of the fake users
to mimic the normal users’ sequential features, an aspect usually
overlooked in existing work. Our experiments on three real-world
datasets demonstrate the effectiveness of PARL and better conceal-
ment against the detection techniques. PARL is open-sourced at
https://github.com/PARL-RS/PARL.
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†Corresponding author.
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1 INTRODUCTION
Recommender systems are a type of recommendation engine that
tailors its suggestions to the specific preferences and behaviors of
each user [43]. Instead of offering the same set of recommenda-
tions to all users, personalized recommender systems use historical
data such as past purchases, ratings, or clicks to create a unique
profile for each user, which is then used to make personalized rec-
ommendations. Recently, deep reinforcement learning (DRL) has
been used increasingly in recommender systems since it can well
model the interactions between users and systems as a sequential
decision-making process [9, 11, 16, 32]. For instance, YouTube uses
the DRL-based recommender system to recommend video content
to customers [8]. Netflix utilizes DRL-based recommender systems
to recommend movies and TV shows to the users [1].

However, recommender systems are not secure and can be fooled
by malicious attackers who want to promote or demote certain
items. These attackers can create fake users and ratings and in-
ject them into the training data of the recommender system, i.e.,
data poisoning attack [14, 15, 56, 60]. Based on the reports about
CHEQ [49] and Facebook [18], there usually exist more than 5% of
fake users in real-world applications. Data poisoning attacks can
seriously affect recommender systems’ trustworthiness and users’
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opinions. For example, an attacker can manipulate a news recom-
mender system to show biased or fake news to users and influence
their views. Existing data poisoning attacks mainly aim at the tra-
ditional recommender systems, e.g., association-rule-based [59],
graph-based [15, 39], matrix-factorization-based [14, 26], and deep
neural network (DNN)-based [22, 45] recommender systems. How-
ever, the existing attacks are inapplicable to DRL-based recom-
mender systems because they are mainly optimized for the one-step
recommendation instead of the sequential recommendation scenes.
To ensure the security and reliability of DRL-based recommender
systems, it is crucial to investigate the potential vulnerabilities of
these systems to data poisoning attacks.

Our Contributions. In this paper, we propose a novel data poi-
soning attack optimized for DRL-based recommender systems. The
attacker aims to control the target item recommended to many
users. Due to limited resources, the attacker injects a small number
of fake users to rate multiple items, including the target and non-
target items, to avoid detection. The challenge lies in maximizing
the attack’s effect while minimizing the chance of being detected.
Furthermore, when constructing the records of the fake user, we
consider the sequential decision characteristics in DRL scenarios,
which are barely considered in existing work.

We can formulate the attack as an optimization problem yet
face two challenges when solving the optimization problem. 1) The
selection space of items is vast, i.e., the output space of the DRL
model; 2) the protracted length of the users’ records, i.e., the times
of interactions between the recommender system and the users.
Therefore, when the number of items is fixed, the search space
for the solution will grow exponentially with the increase of the
sequence length. We designed a three-phase mechanism named
PARL to solve the optimization problem approximately. Specifically,
the attacker generates two surrogate DRL models for the first chal-
lenge, i.e., two poison models. The attacker can utilize these poison
models to predict rating scores for each fake user and then leverage
these scores to select the filler items that maximize the hit ratio
of the target item. For the second challenge, Transformer [50] is
adopted to learn the relationships between different parts of users’
sequential records. The attacker uses the Transformer model to
sort the fake users’ items, minimizing the differences in sequence
characteristics between the fake and the normal users.

According to the results, PARL is highly successful in promoting
target items and outperforms baseline attacks considerably in a
white-box setting. Including only 1% fake users, the hit ratio in-
creased 70× on the ML-1M dataset compared to the normal case.
With a mere 0.5% of fake users, PARL obtains a hit ratio of 0.1526
for the target items on the Pantry dataset, 3.8× greater than the
best hit ratio achieved by the existing attacks. We also examine
the performance of PARL under the partial knowledge scenario,
where PARL remains effective and significantly outperforms the
benchmark attacks. For instance, when the attacker only knows
30% of the rating records of normal users, PARL yields a hit ratio
of 0.1795 for the target item by introducing 1% of fake users on the
Pantry dataset, which is at least 1.8× greater than the hit ratio of the
competitors. Also, PARL can be transferred to structure-unknown
DRL-based recommender systems. Specifically, even if we are un-
aware of the precise neural network architecture employed by the

recommender system, PARL still increases the hit ratio of the target
items by 9× compared to the normal case when injecting 0.5% of
fake users into the Pantry dataset.

Furthermore, we evaluate the PARL’s robustness against the po-
tential detection. Firstly, we investigate the identification of fake
users through statistical analysis of their rating patterns. The fun-
damental motivation for this approach derives from the underlying
recognition that fake users demonstrate rating patterns that are
statistically distinct from those of normal users, attributable to
their reliance on predetermined rules. Precisely, we extract multi-
ple features from the ratings of each user, which are subsequently
employed to train an SVM classifier to identify potential fake users.
The service provider eliminates the detected fake users before train-
ing the recommender system. The experimental results demonstrate
the effectiveness of the detection based on rating patterns. However,
PARL remains more effective than the existing work, where 20%
fake users generated by PARL are incorrectly identified as normal
users. Secondly, we leverage a convolutional neural network (CNN)
classifier to distinguish the normal and the fake users based on the
sequential features. The experimental results show that the fake
users’ records are harder to detect after the order arrangement.

In summary, our contributions are three-fold:

• To the best of our knowledge, PARL is the first poisoning
attack against the DRL-based recommender systems. We
formulate the poisoning attack as a non-convex integer pro-
gramming problem and utilize three phases to optimize its
attacking capability.

• We demonstrate the effectiveness of PARL on three real-
world datasets. We also systematically analyze various ex-
perimental factors, i.e., the number of fake users, the scale
of items, the number of filler items, the partial knowledge,
and the transferability of PARL, and summarize a series of
critical observations.

• In the end, we explore two types of methods for defending
against the proposed poisoning attacks, i.e., rating score-
based detection and fake user detection based on sequence
features. We found that PARL is robust to the rating score-
based detection. However, detecting fake users based on
sequence features is a valid way to defend against PARL.
We show that recovering the sequence of the records can
improve the concealment of fake users, which has not drawn
enough attention in existing work.

2 PRELIMINARIES
2.1 DRL-based Recommender Systems
The recommendation procedure between the users and the recom-
mender system can be formulated into a Markov decision process
(MDP) problem [69]. At each time step, the recommender system
takes an action 𝑎 ∈ A based on the user state 𝑠 ∈ S, and receives a
reward 𝑅(𝑠, 𝑎). Then, the state is updated to 𝑠𝑡+1 with 𝑝 (𝑠𝑡+1 |𝑠𝑡 , 𝑎𝑡 ).
Following [31], the elements of an MDP (S,A,P,R, 𝛾) are defined
as follows:
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• States S. A state 𝑠 records a set of items recommended and
liked by the user (i.e., positive feedback).

• Actions A. An action 𝑎 is to select an item available in the
item space.

• Transitions P. 𝑝 (𝑠𝑡+1 |𝑠𝑡 , 𝑎𝑡 ) represents the state transition
once the recommender system executes action 𝑎.

• Reward R. After conducting the action 𝑎 for the user state
𝑠 , the recommender receives immediate reward 𝑅(𝑠, 𝑎).

• Discount rate 𝛾 . This factor adjusts the model’s attention
to future rewards.

Figure 1 illustrates the user-system interactions in DRL-based
recommender systems. The current state 𝑠𝑡 represents a set of
items bought by the users recently. The recommender system will
take action 𝑎𝑡 based on the state 𝑠𝑡 , i.e. recommend an item. Then,
the user rates the item, and the recommender system receives the
reward 𝑟𝑡 . The next state 𝑠𝑡+1 will be updated accordingly.

Recommender Agent

Users

5

   

 

 

action

 

 

reward

state

 

 

 

 

 

 

Figure 1: A running example of the interacting process be-
tween user and DRL-based recommender systems.

DRL-based recommender systems aim to uncover an optimal
recommendation strategy with high user satisfaction. Regarding
optimization strategies, the existing framework of DRL can be
categorized into three classes [1].
Value-based RL models. Q-learning [53] is a prominent exam-
ple of a value-based RL model. It aims to find the optimal policy
by maximizing the expected value of the cumulative reward over
subsequent steps. Q-learning employs a function to evaluate the
quality of a state-action pair:𝑄 : S×A→ R. In the basic Q-learning
approach, Q is initially defined as a tabular structure, known as the
Q-table, with random values before the learning process starts. At
each time step 𝑡 , the model selects an action 𝑎𝑡 , receives a reward 𝑟𝑡 ,
transitions to a new state 𝑠𝑡+1 (which depends on both the previous
state 𝑠𝑡 and the chosen action 𝑎𝑡 ), and then updates the values in
Q. The main steps of the algorithm are as follows:

𝑄new ← 𝑄 + 𝛼 ·
(
𝑟𝑡 + 𝛾 max

𝑎
𝑄 (𝑠𝑡+1, 𝑎) − 𝑄 (𝑠𝑡 , 𝑎𝑡 )

)
, (1)

where 𝛼 ∈ (0, 1] represents the learning rate, and a larger 𝛼 leads
to more rapid changes in 𝑄new. The equation 1 illustrates how Q-
learning combines the old 𝑄 values with new information using a

weighted average, known as value iteration update. When the state
and action spaces become extremely large, the basic Q-learning
approach struggles to maintain and store an extensive Q-table. To
overcome this challenge, Deep Q-Learning Network (DQN) [36]
incorporates Deep Neural Networks (DNNs) to approximate the
values in the Q-table. Leveraging the remarkable ability of neural
networks to learn high-dimensional feature representations and
perform function approximation, DQN has demonstrated expertise
in Go [47] and Atari games [36].
Policy-based RL models. In contrast to approximating the Q-
table, policy-based RL models directly optimize action predictions.
For instance, REINFORCE [55] updates a neural network using
gradient estimation. Recent policy-based RL models often employ
DNNs, such as multilayer perceptron [57] or recurrent neural net-
works [64], to instantiate the policy network 𝜋 . The objective func-
tion of the policy network is defined as the expected total discounted
rewards in a game:

𝐽 (𝜃 ) = E(𝑠𝑡 , 𝑎𝑡 ) ∼ 𝜋𝜃

[ ∞∑︁
𝑡=0

𝛾𝑡𝑟𝑡

]
. (2)

From [24], the policy gradient can be expressed as ∇𝜃 𝐽 (𝜃 ) =
E𝜋𝜃 [∇𝜃 log𝜋𝜃 (𝑠, 𝑎)𝑣𝑡 ] , where 𝑣𝑡 represents an unbiased sample
of 𝑄𝜋𝜃 (𝑠, 𝑎), indicating the long-term reward of the MDP problem,
and 𝜋𝜃 corresponds to the learned policy network.
Actor-Critic RL models. The actor-critic RL model [35] employs
two distinct components, namely the actor and the critic, to repre-
sent the policy and the action-value function separately.

The actor is responsible for determining the optimal action, while
the critic evaluates and scores the actor’s chosen action. The actor
learns using the policy gradient approach, while the critic assesses
the actor’s action by estimating the action-value function.

The actor-critic RL model addresses issues such as gradient vari-
ance and expedites the convergence process by utilizing the action-
value function to facilitate policy updates. Consequently, the actor-
critic RL model features two objective functions for the actor and
critic networks. For the actor, the objective function bears a resem-
blance to Equation 2 but employs 𝐴𝜋𝜃 (𝑠, 𝑎) instead of 𝑄𝜋𝜃 (𝑠, 𝑎).

𝐴𝜋𝜃 (𝑠, 𝑎) = 𝑄𝜋𝜃 (𝑠, 𝑎) −𝑉𝜋𝜃 (𝑠), (3)
where 𝑉𝜋𝜃 (𝑠) is the average value of state 𝑠 . When 𝐴𝜋𝜃 (𝑠, 𝑎) = 0,
it implies that there is no additional reward to be gained by ad-
justing the action probabilities, resulting in the gradients of the
actor being set to zero. The objective of the critic is to minimize the
discrepancy between the estimated and true action-value functions.
Two representative methods based on this framework are Proximal
Policy Optimization (PPO) [20, 46] and Deep Deterministic Policy
Gradient (DDPG) [27], which deliver comparable or superior per-
formance compared to state-of-the-art methods while being more
straightforward to implement and fine-tune.

2.2 Data Poisoning Attacks
Poisoning attacks against recommender systems refer to deliberate
attempts to manipulate the behavior of these systems by injecting
fake users and their associated ratings into the system’s training
dataset, thereby compromising the integrity of the learning process.
These attacks can significantly negatively impact recommender
systems’ performance, fairness, and trustworthiness. For example,
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poisoning attacks can be used to manipulate the recommendations
for malicious purposes. The attackers might try to promote their
products, services, or content, or they want to attempt to mislead
users by injecting fake information. The existing data poisoning
attacks against recommender systems can be categorized into two
classes by whether they are optimized for a specific system.
System-untargeted Attacks. These attacks do not consider the
specific algorithm used by the recommender system and are gener-
ally less effective. Examples of algorithm-agnostic attacks include
random attacks and bandwagon attacks. In random attacks [23, 38],
the attacker registers fake users in the web service associated with
the recommender system and assigns random rating scores to a sub-
set of items from the entire item set. These attacks lack sophistica-
tion and often have limited effectiveness. Bandwagon attack [23, 42]
involves selecting highly popular items in the dataset for fake users.
By manipulating the ratings of popular items, the attacker aims to
bias the recommendations toward those items.
System-targeted Attacks. These attacks are optimized for a spe-
cific type of recommender system. Thus, they are typically more
effective than system-untargeted attacks, such as association-rule-
based [59], graph-based [15, 39], matrix-factorization-based [14, 26],
and DNN-based [22, 45] recommender systems. The attackers can
optimize data poisoning attacks specifically for this type of sys-
tem, aiming to modify the learned latent factors to influence the
recommendations [26].

3 PROBLEM STATEMENT
3.1 Threat Model
Attacker’s Goal. The attacker attempts to maximize the likeli-
hood of the target item being recommended when the DRL-based
recommender system interacts with normal users, i.e., poisoning
effectiveness. On the other hand, the attacker should keep the rel-
ative ranking of the remaining items to minimize the impact of
improving the target item on the normal behavior of the DRL-based
recommender system, i.e., poisoning stealthiness.
Attacker’s Capabilities. Since the users’ ratings are often pub-
licly accessible in popular recommender systems like Amazon and
Taobao, we assume that the attacker can access the user-item rat-
ing records between the recommender system and the users. The
attacker can employ a web crawler to gather these ratings. Fur-
thermore, in Section 5.3, we demonstrate that PARL is still effective
with partial records (30%). Regarding the DRL model details of the
recommender system, we examine both white-box and gray-box
access to the DRL model. Initially, we present the performance
of PARL when the attacker possesses complete knowledge of the
DRL model in Section 5.2. Subsequently, we verify that PARL can
successfully transfer its effectiveness across different DRL models
in Section 5.4.

3.2 Attack Formulation
We assume that the attacker can inject 𝑀 fake records, noted as
𝐷𝑝 , into the DRL-based recommender system. To achieve this, the
attacker can generate and publish some bogus users’ records or
register some accounts to interact with the recommender system.
During the generation of the sequential records, the attacker needs

to pack some filler items to avoid easy detection. To maximize
the recommending probability of the target item 𝑎∗, the attacker
should build an optimal 𝐷̂𝑝 , a set of filler items with proper rating
scores. Besides, the selected filler items should prevent the fake
user from being detected. Inspired by the existing work [2, 48], the
optimization problem can be formulated by following:

𝐷̂𝑝 ∈ argmax
𝐷𝑝

𝑄
𝜃
(𝑠, 𝑎∗) (4)

subject to 𝜃 ∈ argmin
𝜃

L𝑄𝜃
(𝐷 ∪ 𝐷̂𝑝 , 𝜃 ),

where 𝜃 is the trainable parameters of the policy network, and 𝐷
represents the normal users’ records.

For ease of understanding, we use Φ𝑖 to denote the series of
items of the 𝑖-th fake user, and the r𝑖 is the corresponding score for
the items. 𝐷𝑝 can be written as {Φ𝑖 , r𝑖 |𝑖 ∈ {1, 2, . . . , 𝑀}}. Without
loss of generality, we set 𝐻 as the total number of potential items
and 𝑁 + 1 as the maximum number of interactions between the rec-
ommender system and the users. Each fake user has a single target
item and a maximum of 𝑁 filler items. We adopt a widely-used rat-
ing strategy for the recommender system [14, 15, 22], i.e., ranking
items with integer-valued scores from the preset set {1, 2, . . . , 𝑟𝑚𝑎𝑥 }.
Since the sequential recommendation-making process of DRL [69],
compared with the existing work [14, 15, 22], the attacker should
maintain the sequential property of the fake users’ records as that
of the normal users. We set O𝐷 to represent the sequential features
of the normal users’ records. Thus, the generated 𝐷𝑝 should satisfy
the additional constraints.

∥Φ𝑖 ∥0 ≤ (𝑁 + 1),
r𝑖 [ 𝑗] ∈ {1, 2, . . . , 𝑟max} ,
Φ𝑖 [ 𝑗] ∈ {1, 2, . . . , 𝐻 } ,
Φ𝑖 ∼ O𝐷 ,

where 𝑖 ∈ {1, 2, . . . , 𝑀} and 𝑗 ∈ {1, 2, . . . , ∥Φ𝑖 ∥0}. The first con-
straint limits the maximum volume of filler items allocated to
each fake user. The second and third constraints indicate that fake
records should satisfy the normal record format of the recommender
system. The last one means the fake records should follow the se-
quential features of the normal users’ records. Since finding an
optimal solution for a nonlinear integer programming problem
is challenging, we design a three-phase mechanism to solve the
problem approximately.

4 METHODOLOGY
4.1 Intuition
The solution of Equation 4 consists of two parts: The items and the
scores. The adversary first initializes each fake user with the target
item. Then, the adversary selects the filler items from the entire set
of items. In general, the filler items are not duplicates. After fixing
the target item, each filler item has two possible situations relative
to the target item, i.e., the initially recommended ranking in dataset
𝐷 is higher or lower than the target item. Combined with the scores
assigned for the filler items, i.e., the assigned score is higher or
lower than the scores in 𝐷 , the filler item has four possible impacts
on the target item. Table 1 indicates that the filler item promotes
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Figure 2: PARL overview. PARL comprises three phases: Model Preparation, Poison Model Construction, and Poison Data
Generation. In the model preparation phase, the adversary aims to train two models for the following steps, i.e., a shadowmodel
and a Transformer model. In the poison model construction phase, PARL alternatively optimizes the unoptimized poison model
(i.e., a copy of the shadow model) by two loss functions and obtains the optimized poison model. In the poison data generation
phase, PARL generates a series of items for a fake user based on three steps, i.e., filler item selection, rating determination, and
order rearrangement.

the target item when it has a higher initial recommendation rank-
ing yet receives a low score. In this case, the filler item’s ranking
will decrease compared to the target item. However, assigning low
scores to high-ranking items is an abnormal behavior that is easy
to detect. In other cases, the filler items do not positively influence
the optimization goal.

Inspired by the above observations, the core idea of PARL is
to improve the ranking of the target item while fixing the ranks
of other items, aiming to achieve a balance between hit ratio and
avoiding detection. Thus, PARL is designed from the following two
aspects aligning with the insight: 1) Picking out the filler items
whose ranks are not sensitive to the rank raising of the target item;
2) Maintaining the sequential feature of the fake users consistent
with that of the normal users.

4.2 Workflow
For ease of understanding, we use𝐷 to represent the clean data from
the normal users. PARL generates and injects the poisoning data
𝐷𝑝 into 𝐷 to launch the attack. Figure 2 illustrates the workflow
of the proposed method, where PARL is initialized by Phase 1 and
loop executes the following two phases to generate fake users. We
also provide the pseudocode of PARL in algorithm 1.

Phase 1: Model Preparation (MP). The adversary trains two
models using clean data 𝐷 . The Transformer model captures depen-
dencies and relationships between items in sequential records. This
makes it particularly suitable for rearranging the order of items
in Phase 3. Additionally, the adversary employs the normal users’
records to train a shadow model, which is used to mimic the be-
haviors of the target recommender system. Once the pre-training
is completed, the adversary uses the shadow model as a substitute
for the target model to generate fake user data. From the second
round, the adversary only fine-tunes the shadow model using the

Table 1: The four impacts of filler item on the target item.

Case Original Rank Assigned Score Impacts

1 Higher Higher Negative
2 Higher Lower Positive
3 Lower Higher Negative
4 Lower Lower None

records of fake users instead of training it from scratch to reduce
costs.
Phase 2: Poison Model Construction (PMC). The adversary
duplicates the latest shadow model (unoptimized poison model)
from Phase 1 and optimizes it to construct an optimized poison
model. The adversary’s objective is to promote the ranking of the
target item among users who do not already have it in their records.
Additionally, the poison model needs to maintain normal recom-
mendations for the users, which is guided by the normal training
loss, ensuring the model predicts desirable items to maximize the
cumulative rating score. By iteratively optimizing the poison model,
the attacker strikes a balance between maintaining the model’s va-
lidity and achieving the attack objective. After optimization, the
attacker generates a poison model that resembles a normal recom-
mender system while fulfilling its attack goal. The optimized poison
model is utilized to select items for fake users.
Phase 3: Poison Data Generation (PDG). After the above two
phases, the adversary obtains two versions of the poison models,
i.e., the unoptimized and optimized models. Recalling the analysis
in Section 4.1, PARL is designed to improve the ranking of the
target itemwhile fixing the rankings of other items. PARL randomly
selects the records from the users whose records do not contain
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the target item. The initial state is built by combining a user ID and
several items and converted into an embedding form. Then, PARL
queries the poison models with the initial state’s embedding to
gain the predicted values for all items. By comparing the predicted
values from the unoptimized and optimized models, PARL selects
the filler items with smaller prediction changes.

In the rating determination step, PARL seeks to maximize the
recommendation probability while concealing the fake user. Instead
of assigning a fixed maximum score to the target item, PARL scores
the target item based on the distribution of scores in the target
dataset. Since items with low frequency tend to have extreme scores,
e.g., all scores are one or 𝑟𝑚𝑎𝑥 , the scoring distribution is determined
by selecting items with frequencies similar to or higher than the
poisoning ratio and analyzing their rating records. PARL finds the
item with the highest percentage of 𝑟𝑚𝑎𝑥 and assigns a score to
the target item based on its rating distribution. For filler items,
PARL calculates mean and variance from normal user ratings and
sampling scores from a normal distribution.

In the order rearrangement step, PARL ensures the sequential fea-
ture of fake items aligns with normal users’ records. PARL achieves
this by using a Transformer model to predict the next item based
on the previous fake items, thus restoring the sequential property.

After the above three phases, PARL generates a series of items
for one fake user. To produce more fake users, PARL repeatedly
conducts Phase 2 and Phase 3. In the first round, the shadow model
is trained on normal users’ records 𝐷 . In the following rounds,
PARL fine-tunes the shadow model with the fake users’ records to
simulate attack results and then executes Phases 2 and 3.

4.3 The Optimization of Poison Model
The adversary duplicates the latest shadow model (unoptimized
poison model) from Phase 1 of Figure 2, then adjusts its parameters
to construct the optimized poison model. On the one hand, the
adversary needs to promote the ranking of the target item by mini-
mizing L1. Since the target item exists in the records of the partial
normal users, the adversary only needs to promote the target item
among the remaining users. We use 𝐷𝑡𝑎𝑟 to demonstrate the users
whose records contain the target item, and 𝐷𝑡𝑎𝑟 is the other users
in 𝐷 , where 𝐷 = 𝐷𝑡𝑎𝑟 ∪ 𝐷𝑡𝑎𝑟 and ∅ = 𝐷𝑡𝑎𝑟 ∩ 𝐷𝑡𝑎𝑟 .

L1 = max
(
max
𝑎
𝑄 (𝑠, 𝑎) −𝑄

(
𝑠, 𝑎∗

)
, 0

)
, (5)

where 𝑎∗ represents recommending the target item. On the other
hand, the goal of Equation 6 is to guide the poison model 𝑄 to
maintain the normal recommendation.

L2 = E𝐷

[(
𝑟𝑡 + 𝛾 max

𝑎
𝑄 (𝑠𝑡+1, 𝑎) −𝑄 (𝑠𝑡 , 𝑎𝑡 )

)2]
, (6)

where 𝑟𝑡 is the rating score for the recommendation 𝑎𝑡 . The recom-
mender systemmaximizes the cumulative rating score by predicting
the desirable items for the users. When minimizing L2, the adver-
sary utilizes the normal users’ records 𝐷 .

By iteratively optimizing the poisoningmodel’s parameters using
Equation 5 and Equation 6, the adversary finds an equilibrium
between preserving the model’s validity and accomplishing the
attack objective. The optimized poisoned model closely mimics the
model trained under regular conditions while effectively fulfilling
the attack goal.

Algorithm 1: Workflow of PARL
Input: Dataset 𝐷 , target item 𝑎∗, the number of fake users

𝑀 , the number of available items 𝐻 , the number of
filler items 𝑁

Output:𝑀 fake users
1 // Phase 1: Model Preparation
2 Train the Transformer model and the shadow model.
3 for fake user 𝑖 in {1, 2, . . . , 𝑀} do
4 if 𝑖 > 1 then
5 Use the fake user(s) to fine-tune the shadow model.
6 end
7 // Phase 2: Poison Model Construction
8 Obtain the optimized poison model 𝑓 ′𝑝 by alternative

optimization with Equation 5 and Equation 6.
9 // Phase 3: Poison Data Generation

10 // Phase 3.1: Filler Item Selection
11 // Select the filler items with predicted values that

change smaller between the unoptimized and the
optimized poison model.

12 {𝑎 𝑗 | 𝑗 ∈ {1, 2, . . . , 𝑁 }} =
argmin𝑎∈{1,2,...,𝐻 };𝑠∼𝐷𝑡𝑎𝑟

| |𝑓𝑝 (𝑠, 𝑎) − 𝑓 ′𝑝 (𝑠, 𝑎) | |.
13 // Phase 3.2: Rating Determination
14 Assign the rating score to the target item 𝑎∗ based on

the score distribution of the item with the highest
percentage of 𝑟𝑚𝑎𝑥 .

15 for filler item 𝑗 in {1, 2, . . . , 𝑁 } do
16 Generate rating scores for the filler item 𝑗 of user 𝑖:

𝑟𝑖 𝑗 ∼ N
(
𝜇 𝑗 , 𝜎

2
𝑗

)
.

17 end
18 // Phase 3.3: Order Rearrangement
19 Restore the sequential property of the 𝑖-th fake user’s

items by the Transformer model in Phase 1.
20 end
21 return𝑀 fake users

4.4 The Details of PDG
Filler Item Selection. Recalling the analysis in Section 4.1, PARL
is designed to improve the ranking of the target item while fixing
the rankings of other items. In this step, the adversary utilizes two
versions of the poison models, i.e., the unoptimized and optimized
models. PARL randomly select the users’ records from 𝐷𝑡𝑎𝑟 and
construct the state, i.e., the input of the DRL model. The state is
built by combining a user ID and several items and converted into
an embedding form. Then, PARL queries the poison models with
the state to gain the predicted values for items in the following
recommendation. By comparing the predicted values of the unopti-
mized and optimized models, PARL selects the filler items that show
more minor changes in predicted values. In practice, as different
states influence the predicted values of the poison models, PARL
randomly constructs a set of states to query the poison models and
selects the items with a smaller sum of absolute variations.
Rating Determination. To maximize the recommendation proba-
bility, existing work [14, 15, 22] usually assigns 𝑟𝑚𝑎𝑥 for the target
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Figure 3: The order rearrangement for the fake user’s items.

item. However, when the defender knows the poisoning method,
the fake user constructed by this assignment method can be easily
detected. To improve the concealment of fake users, PARL hopes
that the score of the target item conforms to the distribution of
the target dataset 𝐷 . We score the target item based on the scoring
distribution of items with similar and higher frequencies in 𝐷 . For
example, when the poisoning rate is 10%, and the number of the
items’ records is 1000, PARL will select the items whose frequen-
cies are near or greater than 1000 × 10% = 100 and obtain every
item’s scoring distribution among the records. PARL searches the
item with the highest 𝑟𝑚𝑎𝑥 ratio 𝜂 of its rating records. Then, PARL
assigns 𝑟𝑚𝑎𝑥 to the target item until the 𝑟𝑚𝑎𝑥 ratio of the target
item reaches 𝜂. We do not consider the scores less than (𝑟𝑚𝑎𝑥 − 1),
since (𝑟𝑚𝑎𝑥 − 2) may not be a positive recommendation, such as
(𝑟𝑚𝑎𝑥 − 2) is the lowest score when 𝑟𝑚𝑎𝑥 = 3. We adopt a similar
strategy for the filler items to the existing work [14, 15, 22]. Specif-
ically, for the filler item 𝑗 , PARL first calculates the mean 𝜇 𝑗 and
the variance 𝜎2

𝑗
by using the rating scores from the normal users.

Then, PARL samples 𝑟 𝑗 from the normal distribution N(𝜇 𝑗 , 𝜎2𝑗 ).
Order Rearrangement. PARL restores the sequential order of
the fake items using the Transformer model trained in Phase 1. We
demonstrate this process with a running example in Figure 3. Ini-
tially, PARL randomly chooses one item (e.g., item 4) and combines
it with the start signal. It then queries the Transformer model to
predict the second item (e.g., item 7). Next, PARL takes item 4 and
item 7 as input and gains item 1. PARL continues this procedure by
using the sorted items as input and obtaining the next item until
all fake items have been traversed.

5 EVALUATION
5.1 Experimental Setup

Datasets. We use three real-world datasets to evaluate the perfor-
mance of PARL. Table 2 shows the basic information of the datasets.
To ensure the state updates normally, we pre-process the datasets.
Specifically, we remove the users with a low number of ratings and
keep the users with at least ten positive ratings. The information
about the pre-processed datasets is as follows.
• Pantry [40] is a review dataset for prime pantry in Amazon,
which includes 2,945 users, 7,035 items, and 57,911 ratings
ranging from 1 to 5.

• Yahoo [34] contains the user ratings of music collected by
Yahoo. It comprises 4,451 users, 1,000 items, and 124,344
ratings ranging from 1 to 5.

Table 2: Dataset Information.

Dataset Users Items Ratings Type

Pantry [40] 2,945 7,035 57,911 Shopping
Yahoo [34] 4,451 1,000 124,344 Music
ML-1M [19] 5,950 3,685 840,664 Movie

• ML-1M [19] is a classic movie dataset comprising 5,950 users,
3,685 items, and 840,664 ratings ranging from 1 to 5.

Target Recommender System. The three frameworks discussed
in the Section 2.1 are widely adopted in existing DRL-based recom-
mender systems [30]. Since the real-world recommender systems
usually select recommended items from a category-based item set,
the value-based RL models (i.e., Q-learning and DQN) fit these
discrete decision scenarios. They are popularly adopted in exist-
ing DRL-based recommender systems [1]. Thus, our evaluation is
mainly conducted on the DQN-based recommender system. The
recommender system utilizes a DQNmodel to train and recommend
the items. The episode length 𝑇 is fixed for each user. The state
is the 100-dimensional embeddings of the user and the current 𝑛𝑠
positive items (ratings are 4 and 5). The reward is normalized to
[−1, 1].
Competitors. We compare PARL to several existing poisoning
attacks. An attacker injects 𝑀 fake users into the recommender
system in all these attacks. Every fake user gives the rating score
𝑟𝑚𝑎𝑥 or (𝑟𝑚𝑎𝑥 −1) to the target item and gives certain rating scores
to 𝑁 filler items. The competitors use various strategies to choose
the filler items and assign scores to them.
• Random Attack [23, 38] randomly chooses 𝑁 filler items
for each fake user. Then, for each filler item, the attacker
samples a number from the normal distribution on the initial
user-item rating matrix and dives it into a rating score.

• Bandwagon Attack [23, 42] considers the items’ popular-
ity, i.e., the average score of the item. For each fake user, the
attacker selects 𝑁 × 10% items from the set of 10% items
with the highest popularity and 𝑁 × 90% items among the
remaining items.

• MF Attack [26] initializes a user-item rating matrix based
on normal user records and implements an optimized poi-
soning attack. Here, we deploy the PGA attack in [26] as one
of the baselines to compare with PARL.

• DNNAttack [22] regards the target system as a DNN-based
recommender system. The optimized model is constructed
based on a DNN model.

Evaluation Metrics. We use the hit ratio (HR@𝐾 ) as the evalua-
tion metric. We calculate whether the target item appears in each
user’s top-𝐾 recommendation lists in 5 consecutive states. If the
target item appears, the hit ratio for the user is 1; otherwise, it is 0.
Finally, we calculate the average hit ratio for all users as the HR@𝐾 .
We randomly select ten items as the target items and compute the
hit ratio averaged over these target items for all users.
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Table 3: Hit Ratio (HR)@10 of the poisoning attacks with different numbers of fake users.

Attack
Attack size

Pantry Yahoo ML-1M
0.5% 1% 2% 0.5% 1% 2% 0.5% 1% 2%

None 0.0118 0.0118 0.0118 0.1858 0.1858 0.1858 0.0001 0.0001 0.0001
Random 0.0189 0.1281 0.2973 0.2289 0.3091 0.4091 0.0002 0.0017 0.0162

Bandwagon 0.0405 0.1625 0.2499 0.2127 0.2824 0.4040 0.0008 0.0012 0.0188
MF 0.0213 0.1913 0.3329 0.2652 0.2992 0.4638 0.0004 0.0005 0.0294
DNN 0.0152 0.0488 0.4014 0.2141 0.2665 0.4683 0.0005 0.0026 0.0141
PARL 0.1526 0.5626 0.8467 0.2992 0.3676 0.4856 0.0006 0.0071 0.0386

Parameter Setting. The default parameter settings for PARL are
as follows: 𝑇 = 30, 𝑁 = 30, 𝐾 = 10, 𝑛𝑠 = 5, and𝑀 is the number of
fake users, which is 1% of the normal users in the recommender
system. We implement PARL with Python 3.8, and all experiments
are conducted on a server with 4 NVIDIA GeForce RTX 3090 GPUs,
AMD EPYC 7402@2.8GHz, and 128GB memory.

5.2 Effectiveness of PARL
In this section, we conduct experiments under the white-box set-
ting, where the attacker can access the full knowledge of the rec-
ommender system. Specifically, the attacker knows the target rec-
ommender system’s internal structure, training data, and hyperpa-
rameters.

Impact of the Number of Fake Users. Table 3 illustrates the hit
ratios of poisoning attacks with different numbers of fake users.
In the table, the attack size is the fraction of the number of fake
users to that of original normal users. “None” means no poison-
ing attacks implemented on the target recommender system, MF
represents the poisoning attack on the matrix-factorization-based
recommender systems, and DNN represents the attack on the deep-
neural-network-based recommender systems. 1) We find that as the
attack size increases, the hit ratios of all attack methods show an
upward trend. Moreover, PARL is especially effective in promoting
target items on all datasets. For instance, when injecting 1% fake
users into the ML-1M dataset, the hit ratio increased by 70×.

2) PARL significantly outperforms the baseline attacks in most
cases. For example, PARL performs better than all competitors under
all attack sizes on the Pantry and Yahoo datasets. In particular, for
the Pantry dataset, PARL achieves the hit ratio of 0.1526, about
3.8× of the best hit ratio obtained by other attacks. For the ML-1M
dataset, PARL achieves higher hit ratios than other methods when
the attack size is 1% and 2%, yet performing worse than Bandwagon
when the attack size is 0.5%. The reason might be that the average
scores of most items in the ML-1M dataset are low, and a 0.5%
attack size is not enough to demonstrate the advantages of PARL.
Nonetheless, PARL still shows a competitive performance compared
with other methods.

3) The attack performance varies on different datasets. We spec-
ulate that the rating distributions on the items are different in

datasets. Figure 4 shows the items’ frequency and rating distribu-
tions of different datasets. The frequency distribution of the three
datasets is similar, i.e., the long-tailed distribution. However, the
rating distributions of the datasets are distinct. The number of items
with high ratings for the Pantry dataset is significantly more sig-
nificant than the other two. The selected filler items significantly
impact the final attack performance, as inappropriate filler items
will have an inhibitory effect on improving target items. PARL can
avoid selecting these types of items and instead choose the items
that hinder the progress of the target item. Accordingly, PARL
demonstrates excellent advantages compared to other methods. For
the Yahoo dataset, the average ratings of most items are concen-
trated above 3. Therefore, the adversary achieves a better attack
effect when injecting only a small amount of fake users. For the
ML-1M dataset, the number of items with low ratings is more sig-
nificant than that of the Pantry and Yahoo datasets. Therefore, the
attack performance of all methods decays on the ML-1M dataset.

Impact of the Number of Recommended Items. Table 4 shows
the hit ratios of the attackswith different numbers of recommending
items to the users, i.e., the parameter 𝐾 . The attack size is set to 1%.

We have two observations here. First, the hit ratios of all methods
tend to increase with 𝐾 , and PARL still shows an advantage over
other attacks on the three datasets. Second, when 𝐾 is smaller, the
increasing hit ratio of PARL is more significant than the existing
attacks. For instance, when 𝐾 = 5 and 𝐾 = 20, the hit ratio of PARL
improves upon the best existing attacks by 3.8× and 2.5× on the
Pantry dataset, respectively. Moreover, for the ML-1M dataset, the
hit ratio of PARL is 5× better than the best baseline attack when
𝐾 = 5. In contrast, the hit ratio of PARL is 1.4× more than other
competitors when 𝐾 = 20. It indicates that PARL ranks the target
item in the recommendations higher than other methods. The hit
ratio of the DNN attack is low since it selects many items with high
average ratings, suppressing the promotion of the target item.

Impact of the Number of Filler Items. Figure 5 shows the results
of poisoning attacks with different numbers of filler items (i.e., 𝑁 )
that vary from 20 to 50. We can obtain the following observations.
First, PARL performs better than other existing poisoning attacks
in all test cases, which further illustrates the effectiveness and ro-
bustness of our proposed attack. Second, the hit ratio might not
always increase as 𝑁 increases. On the Pantry and ML-1M datasets,
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Figure 4: The items’ frequency and rating distributions of different datasets.

Table 4: HR@𝐾 for different 𝐾 .

Dataset Attack
𝐾

5 10 15 20

Pantry

None 0.0065 0.0118 0.0198 0.0233

Random 0.0918 0.1282 0.1568 0.1885

Bandwagon 0.1107 0.1625 0.2197 0.2528

MF 0.1310 0.1913 0.2061 0.2321

DNN 0.0275 0.0489 0.0698 0.0852

PARL 0.4968 0.5626 0.6098 0.6429

Yahoo

None 0.1104 0.1858 0.2833 0.3353

Random 0.2172 0.3091 0.3681 0.4193

Bandwagon 0.1865 0.2824 0.3521 0.3973

MF 0.1967 0.2993 0.3662 0.4157

DNN 0.1631 0.2665 0.3349 0.3846

PARL 0.2774 0.3676 0.4232 0.4630

ML-1M

None 0 0.0001 0.0003 0.0008

Random 0.0001 0.0017 0.0101 0.0255

Bandwagon 0.0001 0.0012 0.0081 0.0217

MF 0.0001 0.0005 0.0034 0.0140

DNN 0.0003 0.0026 0.0089 0.0231

PARL 0.0015 0.0071 0.0181 0.0364

the performance of PARL increases first and then decreases with
the rise of 𝑁 . The results illustrate that there is no linear correla-
tion between the attack effectiveness and 𝑁 , and the relationship
between the hit ratio and the number of filler items mainly depends
on the datasets.

5.3 Attacks with Partial Knowledge
In this section, we assume that the attacker only has partial knowl-
edge of the dataset, i.e., the attacker knows the partial rating scores
of all normal users and generates fake users based on the partial
rating scores. Then, we evaluate the attack performance on the
whole dataset, which contains all users and rating scores. Table 5

Table 5: HR@10 with a subset of users.

Knowledge level Attack
Dataset

Pantry Yahoo ML-1M

30 %

None 0.0104 0.1692 0.0001
Random 0.0983 0.2744 0.0030

Bandwagon 0.0425 0.2843 0.0008
MF 0.0858 0.3047 0.0004
DNN 0.0131 0.1871 0.0002
PARL 0.1795 0.3321 0.0091

shows the hit ratios of all methods with 30% partial knowledge on
the three datasets. 1) PARL still performs better than other attack
methods on all datasets. We speculate that PARL has a more vital
generalization ability. For example, PARL’s hit ratios with partial
knowledge are similar to those of complete knowledge on the Yahoo
and ML-1M datasets.

2) The hit ratios of most competitors drop in the case of partial
knowledge. For instance, the attack performance decreases in the
partial knowledge case compared to the entire knowledge case
on the Pantry and Yahoo datasets. The reason is that the attacker
may not access the items with high ratings for the Pantry dataset
when they only have partial knowledge of the dataset, affecting the
selection of filler items.

3) The rating distributions of items and the partial knowledge of
the dataset have coupling effects on the hit ratios. The drop in hit
ratios in the Pantry dataset is more pronounced than in the Yahoo
dataset. Since most average ratings of items are between 3 and 4,
the impact of partial knowledge is weakened on the Yahoo dataset.
However, the range of the items’ average ratings is extensive on
the Pantry dataset, and partial knowledge affects the optimization
of these attacks compared to the full knowledge case.

5.4 Transferability
To further evaluate the transferability of PARL, we consider the
gray-box setting where the attacker only knows the algorithm
and the training data the target recommender system uses. In this
section, we assume that the attacker generates fake users based on a
shadow model, which is different from the internal structure of the
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Figure 5: Impact of the number of filler items.

Table 6: HR@10 under the transferability setting.

Dataset Attack
Attack size

0.5% 1% 2%

Pantry

None 0.0102 0.0102 0.0102
Random 0.0267 0.1278 0.3904

Bandwagon 0.0511 0.1031 0.3330
MF 0.0229 0.1645 0.4196
DNN 0.0456 0.0917 0.5022
PARL 0.0947 0.3330 0.5124

Yahoo

None 0.1629 0.1629 0.1629
Random 0.2413 0.3018 0.3736

Bandwagon 0.2504 0.2873 0.3943
MF 0.2235 0.2918 0.4021

DNN 0.2010 0.2598 0.3775
PARL 0.2918 0.3311 0.3858

target recommender system. Specifically, we change the number of
layers and neurons of the neural network to construct a different
target recommender system.

Table 6 shows the hit ratios of PARL and the existing attacks.
We provide the results on the Pantry and Yahoo datasets. 1) PARL
shows the best transferability in most cases. When the attack size
is small, e.g., 0.5% and 1%, PARL performs better than other attack
methods on the datasets.

2) All attacks can increase the hit ratios of target items effectively.
That is, all competitors’ hit ratios exceed the baseline by at least
50%. When the attack size is up to 2%, the hit ratios of all com-
petitors exceed 0.33. Especially, PARL achieves a 50× improvement
compared to the initial hit ratio on the Pantry dataset.

6 DEFENSE
Service providers can deploy specific fake user detectors for the
recommender system to mitigate the impact of potential attacks on
the recommender system. In this section, we design two types of

detectors (i.e., rating score-based and sequence-based) to verify the
effectiveness of PARL.

6.1 Rating Score Based Detection
Similar to the existing defenses [10, 22, 37] that utilize several
statistical features from rating scores to distinguish normal users
from fake users, we leverage these features to train the detection
classifiers. We extract five features, i.e., RDMA [10], WDMA [37],
WDA [37], FMTD [37], and MeanVar [37], for each user from its
ratings. The details of these features are described as follows.

• Rating Deviation from Mean Agreement (RDMA) [10]. The
feature represents the average deviation of a user’s rating
scores from the mean rating scores of the corresponding
items. This computation is performed as follows for a given
user 𝑢:

RDMA𝑢 =

∑
𝑖∈r𝑢

|Φ𝑢𝑖−Φ(𝑖 ) |
𝑚𝑖

|r𝑢 |
,

where r𝑢 is the set of items that user 𝑢 has rated, |r𝑢 | is the
number of items in r𝑢 , Φ𝑢𝑖 is user 𝑢’s ratings score for item 𝑖 ,
Φ(𝑖 ) is the average rating score of item 𝑖 , and𝑚𝑖 is the total
number of ratings for item 𝑖 in the whole dataset.

• Weighted Degree of Agreement (WDA) [37]. The feature rep-
resents the numerator of the RDMA feature, and its compu-
tation is carried out as follows:

WDA𝑢 =
∑︁
𝑖∈r𝑢

| Φ𝑢𝑖 − Φ(𝑖 ) |
𝑚𝑖

.

• Weighted Deviation fromMean Agreement (WDMA) [37]. This
feature prioritizes items with fewer ratings, similar to RDMA.
The calculation is performed as follows:

WDMA𝑢 =

∑
𝑖∈r𝑢

|Φ𝑢𝑖−Φ(𝑖 ) |
𝑚2

𝑖

|r𝑢 |
.

• Mean Variance (MeanVar) [37]. This feature calculates the
average variance of a user’s rating scores compared to the
mean rating scores of the corresponding items. The MeanVar
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Table 7: Detection results for different attacks.

Attacks
False Negative Rate (FNR)

Pantry Yahoo ML-1M
0.5% 1% 2% 0.5% 1% 2% 0.5% 1% 2%

Random 0.0381 0.0287 0.0425 0.0141 0.0141 0.0144 0.0575 0.0411 0.0462
Bandwagon 0.0405 0.0345 0.0425 0.0240 0.0280 0.0251 0.0261 0.0354 0.0389

MF 0.0429 0.0345 0.0328 0.0318 0.0182 0.0180 0.0310 0.0441 0.0471
DNN 0.0020 0.0080 0.0420 0.0509 0.0482 0.0455 0.0428 0.0524 0.0779
PARL 0.3048 0.2172 0.1195 0.1526 0.1418 0.1418 0.3208 0.2280 0.1667

feature for a user 𝑢 is computed as follows:

MeanVar𝑢 =

∑
𝑖∈r𝑢

���Φ𝑢𝑖 − Φ(𝑖 )
���2

|r𝑢 |
.

• Filler Mean Target Difference (FMTD) [37]. This feature quan-
tifies the divergence between the rating scores of a user, and
it is obtained through the following process:

FMTD𝑢 =

�������
∑

𝑖∈r𝑢𝑀
Φ𝑢𝑖

|r𝑢𝑀 |
−

∑
𝑗∈r𝑢𝑂

Φ𝑢 𝑗

|r𝑢𝑂 |

������� ,
where r𝑢𝑀 represents the set of items in r𝑢 that received the
maximum rating score from user 𝑢, while r𝑢𝑂 consists of all
the other items in r𝑢 .

For each poisoning attack, the service provider generates a certain
amount of fake users using the attack and extracts the same number
of normal users from the original dataset to form a user set. The
training dataset mixes features from 150 fake users and 150 normal
users in the experiments. The service provider trains SVM classifiers
for each attack separately based on the above features. SVM is
suitable for detecting fake users and has been widely adopted by
prior works [14, 22] due to two reasons: 1) It can deal with severely
skewed-distributed normal users and fake users. 2) It has a nonlinear
fitting ability and good interpretability.

We deploy trained SVM classifiers to detect fake users generated
by different attacks. Table 7 shows the fake users’ detection results
of different attacks, where False Negative Rate (FNR) stands for the
fraction of the fake users that are misclassified to normal users. 1)
PARL has higher FNRs than other attack methods under all settings.
For instance, the best FNR of other methods does not exceed 0.08,
while the lowest FNR of PARL is more than 0.14. It indicates that
PARL is more capable of evading detectors.

2) The FNR of PARL tends to decrease as the attacker injects
more fake users. A possible reason is that generating more fake
users needs more loop executions of Phase 2 and Phase 3. The
poison model tends to be convergent, i.e., the variation between
the unoptimized and optimized models becomes small. Thus, the
selected filler items fill into a similar pattern.

Table 8: Detection results for PARL with or without order
rearrangement.

Dataset
Order

Rearrangement

FNR

0.5% 1% 2%

Pantry
No 0.3201 0.2756 0.2861
Yes 0.3209 0.2935 0.3424

ML-1M
No 0.2224 0.2254 0.4489
Yes 0.2803 0.3515 0.4578

6.2 Sequence Based Detection
Recalling Section 3.2, PARL should keep the sequential feature of the
fake users’ records aligned with that of the normal users due to the
sequential decision-making process of the DRL-based recommender
system. Thus, we separately detect the fake users generated with
or without order rearrangement in Section 4.4. We align the users’
records according to the shortest length of the sequence and train
a CNN classifier to divide the normal and the fake users. Since the
users’ records of the Yahoo dataset do not have timestamps, we
provide the FNR results on datasets Pantry and ML-1M. We keep
the other settings the same as those of Section 6.1.

We have the following observations from the results of Table 8.
1) The fake users generated by PARL with the order rearrangement
are more challenging to distinguish from the normal users. Since
the Transformer model learns on the normal users’ items in Phase 1,
the resorted items of the fake users mimic the sequential properties
of the normal users.

2) Without the order rearrangement, all FNR results from PARL
are less than 50%. Thus, detecting fake users based on sequence
features is valid in RL scenarios. The poisoning attack against the
DRL-based recommender system requires recovering sequential
features of fake data to evade detection more effectively.

7 RELATEDWORK
Poisoning Attacks against DRL Systems. One could argue that
poisoning attacks against DNN models could be easily adapted to
the DRL setting since it is essentially DNN plus RL. However, DRL
differs from DNN due to the sequential decision-making feature,
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which is barely considered in existing work. Since PARL integrates
the order rearrangement into the poisoning data generation, it is
superior to the DNN attack in effectiveness and stealthiness from
the experimental results, such as Table 3 and Table 8.

The competitors used in the paper are optimized for the rec-
ommender system, which also serves as the baselines in prior
works [22, 26]. Several poisoning attacks against DRL, such as [4, 21,
33, 58, 65]. However, they mainly differ from PARL in two aspects.
First, existing attacks are performed by modifying the normal users’
ratings, while PARL cannot manipulate the normal users. Second,
existing work mainly disturbs the recommendation of the DRL
model, while PARL is optimized for improving the target item’s
ranking and being stealthy.
Poisoning Attacks against Recommender Systems. Early poi-
soning attacks usually did not rely on the characteristics of the
target system, i.e., system-untargeted attacks. For example, the ran-
dom attacks [23, 38] inject fake users into the system and randomly
assign ratings to selected items based on a normal distribution
calculated from the entire user-item rating matrix. In bandwagon
attack [23, 42], the attacker assigns a rating to a selected item
based on a normal distribution calculated from the rating scores
of that item in the user-item rating matrix. To evaluate the secu-
rity of recommender systems against these attacks, Mobasher et
al. [37] took into account the overall impact on the system’s abil-
ity to make accurate predictions. They also considered the level of
knowledge the attacker requires to execute a realistic attack. On the
other hand, O’Mahony et al. [41] presented a theory for analyzing
the robustness of a recommender system, which focuses on the
system’s resilience to potentially malicious customer or product
rating matrix alterations. Several system-targeted poisoning attacks
have been proposed recently, e.g., graph-based [15], association-
rule-based [59], matrix-factorization-based [14, 26], neighborhood-
based [7], and DNN-based recommender systems [22, 44].
Other Attacks against Recommender Systems. Profile pollu-
tion attacks [28, 29, 56] aim to deceive or manipulate the recom-
mender system by introducing false or misleading information into
the attacker’s profile. By doing so, attackers attempt to influence
the recommendations to benefit them or undermine the system’s
performance. Inference attacks [5, 11, 17, 25, 61] leverage the rec-
ommendations made by the system to make educated guesses or
infer hidden attributes or preferences of specific users. By carefully
observing the recommendations received by a target user and com-
bining them with external knowledge or statistical analysis, the
attacker attempts to deduce sensitive information that the user may
not have explicitly disclosed.

8 DISCUSSION
Highlights of PARL. 1) PARL is the first poisoning attack consid-
ering the sequential decision-making characteristics of the DRL-
based recommender system. Therefore, PARL reorders the items’
sequence of the fake users to replicate the sequential patterns of gen-
uine users, which is often neglected in prior research. 2) Through
an exhaustive analysis of PARL across various experimental con-
figurations, including variations in the number of fake users, rec-
ommended items, and filler items. We derive valuable insights that
advocate for the adoption of PARL. Furthermore, the black-box

setting usually limits the attacker’s access to the normal users’
records and the model structure based on the analysis of [66]. Thus,
in Section 5.3, we show the performance of PARL with limited
user records. In Section 5.4, we show the effectiveness of PARL
with partial information on the model structure. 3) In Section 6,
we demonstrate the robustness against two fake user detectors
for the recommender system, i.e., rating score-based detector and
sequence-based detector. The defender can mitigate the risks of our
attack by eliminating the detected fake users before training the
recommender systems. However, at least 11.95% fake users are still
misclassified as normal users.
Practical Impacts of PARL. Attacks that poison DRL-based recom-
mender systems, such as PARL, can adversely affect these systems’
performance, equity, and reliability. By strategically promoting spe-
cific items, such attacks lead to imprecise recommendations that
diminish the system’s overall quality. For enterprises dependent
on recommender systems to stimulate sales or engagement, such
attacks can carry financial implications, including reduced revenue
and customer discontent. As users encounter recommendations that
are evidently flawed or skewed, their confidence in the system may
waver. Consequently, this can culminate in reduced interaction,
diminished user contentment, and potentially even the system’s
abandonment.
Limitations and Future Work. Below, we discuss the limita-
tions of PARL and promising directions for further improvements.
1) From Section 4.2, PARL only generates a fake user after three
sequentially executed phases. Thus, it is interesting to improve
PARL’s effectiveness by parallelization. 2) All current approaches,
including PARL, exhibit limited effectiveness when dealing with a
small fraction of fake users. Hence, incorporating the count of fake
users as an optimization objective could potentially offer a more
promising avenue for advancement.
Defenses against PARL. To address the ethical risks of PARL, we
explore two defense methods in Section 6. However, the experimen-
tal results demonstrate that recovering the sequence of the records
can improve the detection escape rate of fake users.

There are two possible ways to improve defenses. Firstly, the
DRL-based recommender systems can be trained using proxy datasets
instead of original datasets, e.g., data augmentation [3, 6, 12, 63, 70]
and data synthesis methods based on differential privacy [13, 51, 52,
54, 62, 67, 68]. They slightly alter the original dataset’s distribution,
decreasing the attacks’ effectiveness. Secondly, defenders can mon-
itor the recommended content over time to detect abnormalities in
the output of the DRL-based recommender system.

9 CONCLUSION
In this paper, we design PARL to launch poisoning attacks against
DRL-based recommender systems. The insight behind PARL in-
volves enhancing the ranking of the target item while keeping the
rankings of other items unchanged to maximize the hit ratio while
evading detection. The hit ratio increased by 70× at most compared
to the normal case with only 1% fake users, demonstrating that
PARL is an effective strategy to manipulate the behavior of the rec-
ommender system. With only partial knowledge of normal users’
ratings, the hit ratio of PARL still surpasses the competitors by at
least 1.8×. Additionally, our investigation of the defense methods
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reveals the potential of sequence features in differentiating between
normal users and fake users, which has been frequently overlooked
in previous poisoning attacks.
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